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Abstract
This paper presents a model of status quo effects in consumer choice, based on the hypothesis that agents are uncertain about their preferences.  Agents are assumed to have different preferences in different states of the world, and to have asymmetric attitudes to gains and losses of utility.  This approach provides a new rationale for reference-dependent consumer theory.  The model implies that status quo effects are greater, the more uncertain the individual is about her preferences between those goods.  This effect might explain the observed tendency for status quo effects to decay as individuals gain market experience.  

In the traditional theory of consumer choice, individuals are assumed to have preferences over alternative bundles of consumption goods, and to know these preferences with certainty.  In many cases, however, this assumption seems unrealistic.  A natural way to think about consumption is as a process to which objective consumption goods are inputs; the outputs, and the ultimate objects of consumers’ preferences, are arrays of subjective consumption experiences.  In this perspective, preferences over goods derive from more fundamental preferences over experiences, intermediated by beliefs about the processes by which, and the environments in which, goods are transformed into experiences.  If those beliefs are uncertain, it seems that preferences over goods should be modelled as uncertain too – even if consumers know what they want in the domain of experience.

Although there has been intermittent interest in the idea of consumption as a production process, dating back to the characteristics theory of Lancaster (1966), mainstream consumer theory has not generally used explicit models of uncertain preferences.  Possibly, such models have not been thought necessary for the following reason: if choice under uncertainty is described by expected utility theory, conventional assumptions about preferences over goods are unaffected by the introduction of uncertainty.  For example, suppose that under any given state of the world, an individual’s preferences over consumption bundles can be represented by a utility function with the standard ‘well-behavedness’ properties of continuity, increasingness, concavity and reference-independence.  Since ex ante subjective expected utility is a convex combination of such functions, it inherits those properties. Thus, the standard assumption of well-behaved preferences over consumption bundles can be interpreted as the reduced form of a model in which preferences are uncertain.

However, once having recognised this feature of existing theory, it is natural to ask whether it holds for theories of choice under uncertainty other than expected utility theory.  In this paper, we investigate this question in relation to reference-dependent subjective expected utility theory (RDSEUT).  This theory, proposed by Sugden (2003), is a development of prospect theory (Kahneman and Tversky, 1979; Tversky and Kahneman, 1992).  It differs from standard expected utility theory by allowing the individual to be loss-averse with respect to gains and losses of utility.  It differs from prospect theory by defining preferences over acts (i.e. assignments of consequences to states of the world) rather than prospects (i.e. probability distributions over consequences), and by allowing reference points to be uncertain.  Crucially for our analysis, ‘utility’ can be defined very generally, without the need to assume separability with respect to goods or characteristics.  We present a model of consumer choice in which loss aversion of this kind is combined with preference uncertainty.1  We show that our assumptions imply that ex ante preferences over consumption bundles are characterised by aversion to movements away from reference points.  To avoid confusion with other forms of reference-dependence, we will call this property of preferences the status quo effect.

In Section 1 we discuss existing models of reference-dependent consumer choice, consider their limitations and indicate how a model rooted in preference uncertainty might offer an improvement.  In Section 2 we present the model itself, in which loss aversion in utility, of the kind assumed by RDSEUT, is combined with preference uncertainty.1  Our approach allows us to model status quo effects in consumer choice without making the restrictive assumption that utility is additively separable in goods or ‘hedonic attributes’ – an assumption that is implicit in Tversky and Kahneman’s (1991) theory of reference-dependent consumer choice, and explicit in the related theory proposed by Koszegi and Rabin (2004, 2006).  In this respect, our approach is more compatible with the modelling strategies commonly used in consumer theory.
  
In Section 3, we propose a dimensionless measure of status quo attitude which is specific to pairs of consumption goods, and which does not presuppose separability.  The essential idea is to interpret an individual’s status quo attitude between two goods i and j as her subjective resistance to exchanging either good for the other.  We measure this resistance in terms of the net compensation that has to be paid to the individual, first to induce her to trade one unit of good i for one unit of good j, and then to reverse this trade.  Our model allows the strength of the status quo effect to be different for different pairs of goods even though utility loss aversion remains constant.  
The strength of the status quo effect for a given pair of goods is an increasing function of the individual’s degree of uncertainty about her preferences with respect to those goods.  This is an important result, as it allows the strength of the status quo effect to be treated as an endogenous variable in models of learning.  Thus, our model can be used to explain the observed tendency for status quo effects to decay as individuals accumulate experience of consumption and exchange.  Any general theory of reference-dependent preferences needs to be consistent, not only with the accumulated evidence of ‘anomalies’, but also with the routine behaviour of well-informed and experienced consumers in repeated markets.  We shall discuss the various circumstances under which both may be regarded as compatible with our model.
1.   Existing accounts of reference-dependence in consumer choice
Usually, reference-dependence in consumer choice is interpreted as an asymmetric attitude to gains and losses in each dimension of commodity (or attribute) space, considered separately.  We will call this the consumption dimensions approach.  In contrast, our preference uncertainty approach assumes an asymmetric attitude to gains and losses of utility in each state of the world.  To illustrate this distinction, we use an example from a famous experiment carried out by Knetsch (1989).  Suppose that Joe is a participant in this experiment.  His initial endowment (and reference point) is a bar of chocolate, but he is given the opportunity to exchange this for a coffee mug.  On the consumption dimensions account, Joe perceives the act of exchange as losing a bar of chocolate and gaining a mug.  Loss aversion with respect to dimensions of consumption then imparts an element of subjective resistance to the exchange.    
The consumption dimensions account underpins Tversky and Kahneman’s (1991) theory of reference-dependent consumer choice.  That theory is an adaptation of a basic model in which there is a value function for each good (i.e. a function which assigns real numbers to increments and decrements of consumption of the good), the subjective value of a change from one bundle of consumption to another being arrived at by summing across the relevant value functions.  Loss aversion can then be defined separately for each good, as a property of the value function for that good, analogously with the definition of loss aversion in prospect theory.2  Koszegi and Rabin’s (2004, 2006) theory of reference-dependent preferences has an additively separable structure similar to that of Tversky and Kahneman’s basic model, but consumption is decomposed by ‘hedonic attributes’ rather than by goods.3
The consumption dimension approach faces two problems.  The first problem arises because loss aversion with respect to trade between two goods (or attributes: for clarity, we present the analysis in terms of goods) is separable into an attitude to gains of one good and an attitude to losses of the other.  In our example, Joe’s aversion to exchanging the chocolate for the mug is determined by the marginal utility of gains in the mug dimension, relative to the marginal utility of losses in the chocolate dimension.  The marginal utility of a gain in the mug dimension is defined independently of the good in return for which it is received.  Similarly, the marginal utility of a loss in the chocolate dimension is defined independently of what is received in exchange for it.  Thus, there is no way of representing the idea that loss aversion with respect to trade between chocolate and mugs is determined by some relationship between the two goods. 

The most obvious example of such a relationship is similarity.  To use an example from Koszegi and Rabin (2004), a consumer who perceives Tropicana and Florida’s Natural orange juices as virtually identical in taste and nutritional content is unlikely to feel much aversion to exchanges between those brands – while she may feel much stronger loss aversion with respect to giving up either of these orange juices and receiving either of two similar brands of a very different type of drink (say, Coke or Pepsi).     

Koszegi and Rabin use this similarity problem to motivate their decomposition of consumption into hedonic attributes.  This form of decomposition allows similarity between goods to be modelled explicitly.  For example, if the relevant hedonic dimensions for orange juice are taste, nutritional content and brand image, Tropicana and Florida’s Natural may be perceived to differ only on the dimension of brand image; in Koszegi and Rabin’s model, exchanges between these products will then be subject to a correspondingly low degree of loss aversion.  In this case, the use of hedonic attributes allows the degree of loss aversion revealed in exchanges to be affected by similarity relationships between goods.  But it is not clear that hedonic similarity is the only relationship between goods that is relevant for loss aversion.  For example, two hedonically distinct goods may be related by the property of their having been regularly traded against one another in the recent past.  If this relationship has an effect on loss aversion, that effect cannot be represented by the use of hedonic attributes.  We will return to this issue in Section 3.

The second problem for the consumption dimensions approach is that additive separability – whether in goods or attributes – is a very restrictive assumption.  It rules out the possibility that changes in consumption in one dimension affect the marginal utility of consumption in other dimensions, either positively or negatively.  It is well known that this assumption significantly reduces the flexibility of consumer theory.  In response to this objection, Koszegi and Rabin (2004, pp. 31-35) point out that some forms of substitutability between goods can be represented in a model that is additively separable in hedonic attributes.  For example, in the case of the two orange juices, the marginal utility of one product is likely to be negatively related to consumption of the other.  This property can be explained in an attribute-based model: increased consumption of Florida’s Natural implies increased consumption of the ‘taste’ and ‘nutrition’ attributes that are common to the two products; in reducing the marginal utility of those attributes, this reduces the marginal utility of Tropicana.
In general, however, the use of hedonic attributes does not remove the restrictiveness of additive separability.  Intuitively, it seems that changes in consumption of one hedonic attribute can impact positively or negatively on the marginal utility of another, even if those attributes refer to distinct hedonic experiences.  For example, some people find that the consumption of oily fish reduces the pleasure of drinking red wine, while increasing that of drinking gin.  Koszegi and Rabin suggest that, in cases of substitutability and complementarity between goods, ‘there is a hedonic dimension to which both [goods] contribute in some way’; perhaps they would say that a well-balanced combination of food and drink is an attribute in its own right.  But this seems a rather artificial device, compromising the conceptual clarity of a model in which attributes are distinguished by their particular hedonic characteristics.

Whatever one makes of these examples, it is clear that the consumption dimensions approach cannot be put to general use without a major overhaul of the theory of consumer choice, starting from a complete re-specification of the space over which preferences are defined.  If one starts from the presupposition that reference-dependence must be defined with respect to dimensions of consumption, one might conclude that there is no alternative to this drastic remedy – that, as Koszegi and Rabin put it, ‘it is transparent that any plausible general model of reference-dependent preferences must be defined with respect to dimensions that treat hedonically similar experiences as single dimensions’.  

By contrast, our approach will focus instead on the possibility that (in terms of our example) Joe is uncertain about his tastes.  Suppose he can imagine some circumstances in which he would enjoy the chocolate more than the mug, but he can also envisage circumstances in which the opposite might be true.  These circumstances may have features that are external to Joe (ambient temperature, for example, or whether anyone else is in the same room) but they might also reflect some awareness of the variability of his feelings even under the same ‘objective’ circumstances (for example, knowing from experience that there are times when he is alone and has no desire for chocolate and other times when he is alone and chocolate seems highly desirable).  Thus, he construes the act of trading the chocolate for the mug as one which gives him some chance of a utility gain and some chance of a utility loss, conditional on his taste state at the time of consumption. We shall show that loss aversion with respect to taste-state-contingent utility then imparts resistance to the exchange.

This preference uncertainty approach will allow us to model reference-dependence while retaining much of the conceptual framework of Hicksian consumer theory.  Because attitudes to gains and losses are specified in relation to utility, there is no need to assume separability in commodity or attribute space.  For the same reason, the implications of our model for status quo effects are independent of the dimensions that are used to describe consumption.  Thus, we can work with the conventional goods-based dimensions of consumer theory without attributing any special psychological or behavioural significance to them.
2.  A model of consumer choice with uncertain preferences
We define preferences in an n-dimensional space of consumption goods.  Any non-negative vector of quantities of these n goods is a bundle; typical bundles are denoted by x, y and z.  We represent uncertainty about preferences by postulating a set S = {s1, ..., sm} of mutually exclusive and exhaustive states (of the world).  Choosing any particular bundle generates a consequence in each state; the consequence of bundle x in state sh, denoted c(x, sh), is to be interpreted as the agent’s subjective experience of consuming x, given the particular consumption environment of state sh; the set of all possible consequences is denoted by C.4  In this theoretical framework, the choice of a bundle is an act in the sense of Savage’s subjective expected utility theory, that is, a function from S to C.  This allows us to use RDSEUT as a theory of preferences over bundles.

RDSEUT is a theory of choice under uncertainty in which an individual’s preferences between given options may vary according to that individual’s reference point.  The fundamental psychological intuition behind the theory is that attitudes to gains and losses of utility are asymmetric, losses being more aversive than equal and opposite gains are attractive.  In these respects, RDSEUT is similar to prospect theory.  However, unlike prospect theory, RDSEUT uses a conceptual framework similar to that of Savage’s subjective expected utility theory, in which the objects of preference are acts.  Rather than representing an agent’s reference point implicitly, as the zero point from which gains and losses are measured, RDSEUT represents it explicitly as a ‘reference act’.  This feature allows RDSEUT to be applied to problems in which the agent’s endowment is a lottery.  In RDSEUT, preferences have the same structure as in reference-dependent consumer theory: a preference is a ranking of two acts, as viewed from a reference act, which may be one of the two acts in question, or some third act.  The proposition that the act of choosing x is weakly preferred to the act of choosing y, assessed relative to the reference act of choosing z, is denoted x ( y | z; strict preference (>) and indifference (~) are denoted analogously.  We will read x ( y | z as ‘x is weakly preferred to y, viewed from z’; z is the reference point. 

In this paper, we do not address the question of how reference points should be interpreted.  In the literature of reference-dependence, reference points are interpreted in various ways.  Often, and particularly in the context of experiments in which participants are given unexpected opportunities to make trades, the individual’s reference point is assumed to be his initial endowment of goods – that is, his endowment prior to trade.  Sometimes, the individual’s reference point is interpreted as a pattern of consumption to which he has become habituated through previous experience; asymmetric attitudes to gains and losses are then interpreted as implications of the psychological theory of adaptation (Kahneman and Varey, 1991, pp. 147-158).  On a third interpretation, the individual’s reference point is a rational expectation of future consumption (Koszegi and Rabin, 2004, 2006).  While we recognise the need for an integrated theory of how reference points are determined, that issue is orthogonal to the analysis we present in this paper.  In our analysis, the reference point is taken as exogenous; it can be given any of these three interpretations.

RDSEUT postulates three functions.  The probability function ((.) assigns a non-negative real number to each state in S, satisfying the condition (h ((sh) = 1.  The utility function u(.) assigns a real number to each consequence in C.  The gain/loss evaluation function ((.) is a continuous, increasing and weakly concave function from the set of real numbers to the set of real numbers, with ((0) = 0.  Applied to the case of uncertain preferences over bundles, RDSEUT implies that reference-dependent preferences satisfy the property that, for all x, y, z:

x ( y | z   (   (h ((sh) ( (uh[x] – uh[z])  (  (h ((sh) ( (uh[y] – uh[z]),


(1) 

where each function uh(.) is defined so that, for all x, uh(x) = u[c(x, sh)].  In interpreting (1), ((sh) can be thought of as the subjective probability of the state sh; uh(x) can be thought of as the subjective value of the consequence c(x, sh), considered in isolation; and ( (uh[x] – uh[z])  can be thought of as the subjective value of the increment of utility uh[x] – uh[z].  Notice that if ((.) is linear, (1) reduces to: 

x ( y | z   (   (h ((sh) uh(x)  (  (h ((sh) uh(y).





(2)   

In this special case, the preference ranking of x and y is independent of the reference act; this ranking is determined by the expected value of utility, as in Savage’s expected utility theory.  Outside this special case, however, the concavity of ((.) implies that utility losses are weighted more heavily than utility gains of equal absolute size – the property of utility loss aversion.

Sugden (2003) presents a set of conditions on the reference-dependent preference relation which are equivalent to the representation (1); given these conditions, ((.) is unique, u(.) is unique up to affine transformations, and ((.) is unique up to multiplication by a positive constant.5  Formally, these conditions are closely related to a set of axioms which characterises regret theory (Loomes and Sugden, 1987; Sugden, 1993).6 
It is useful to define a function v(., .) such that, for all bundles x and z:

v(x, z) = (h ((sh) ( [uh(x) – uh(z)].






(3)

Notice that v(z, z) ( 0.  We can interpret v(x, z) as the subjective value of moving from z to x, when the actual state of the world is unknown and when z is the reference point.  Thus, if we treat z as a constant, v(., z) is a representation of preferences over bundles, viewed from z.  That is, for any x, y: x ( y | z if and only if v(x, z) ( v(y, z).  Ranging over all values of z, v(., .) can be interpreted as representing a system of reference-dependent preferences over bundles.

For the purposes of consumer theory, it is convenient to be able to work with the reference-dependent preference relation – or with its representation v(., .) – as a reduced form of the model, without taking explicit account of taste states and their associated consequences.  Thus, we look for properties of that preference relation that are implied by very general assumptions about the state-conditional utility functions uh.  Specifically, we assume only that, in each state sh, uh(.) is continuous, strictly increasing and strictly concave.  This amounts to assuming that, in each state, preferences over bundles have the standard properties of Hicksian consumer theory.7
Before stating a key result of our paper, we need to define the following properties of v(., .):
Well-Behavedness: v(x, z) is continuous in x and z, strictly increasing in x, strictly decreasing in z, and strictly concave in x.   

Acyclicity: there is no sequence of bundles x1, x2,  ..., xM such that v(x2, x1) ( 0, v(x2, x1) ( 0, ..., v(xM, xM – 1) ( 0 and v(x1, xM) > 0.


Well-Behavedness implies that, viewed from any given reference point, preferences over bundles have the standard Hicksian properties of completeness, transitivity, increasingness, strict convexity and continuity.  It also implies that preferences over given pairs of bundles are continuous with respect to changes in the reference point.  Acyclicity implies a particular form of (weak) aversion to movements away from reference points.  Specifically, it rules out the possibility that, for any bundles x1, ..., xM: x2 is weakly preferred to x1, viewed from x1, and x3 is weakly preferred to x2, viewed from x2, and  .... , and x1 is strictly preferred to xM, viewed from xM.  Were this possibility to arise, the agent would have a positive evaluation of a combination of exchanges, each of which involves a movement away from a reference point, and which, taken together, make up a loop.  This would be indicative of a preference, other things being equal, for moving away from reference points.  Conversely, Acyclicity is a natural way of representing aversion to such movements, while allowing conventional Hicksian consumer theory as a limiting case.  In other words, Acyclicity encapsulates the status quo effect.

Thus, an appealing and tractable model of reference-dependent preferences over consumption bundles can be constructed by postulating only that preferences are represented by a function v(., .) which satisfies Well-Behavedness and Acylicity.  Munro and Sugden (2003) propose just such a theory, and show that it is consistent with a large body of evidence of behaviour which deviates systematically from Hicksisan predictions. 

We can now state our result (which is proved in an appendix):
Theorem 1   If, for all states sh, uh(.) is continuous, strictly increasing and strictly concave, then v(., .) satisfies Well-Behavedness and Acyclicity.

This theorem tells us that Munro and Sugden’s version of reference-dependent consumer theory can be derived as the reduced form of a model in which preferences ​in commodity space are entirely conventional (but not known with certainty), and in which there is loss aversion in utility (i.e. concavity of the gain/loss evaluation function ((.)).  Notice that no separability assumptions have been made.

3.  The determinants of status quo attitude
The need for a theory that can explain why status quo effects may be variable across different environments and between different rounds of trading within the same environment has become more obvious with the growth of experimental evidence about the effect of experience on ‘anomalies’.  
There is now a substantial body of evidence which suggests that the prevalence and strength of disparities between willingness-to-accept (WTA) and willingness-to-pay (WTP) valuations tend to decay as individuals gain certain kinds of market experience (e.g. List, 2003; Loomes, Starmer and Sugden, 2003; Plott and Zeiler, 2005).  Since the frequently-observed disparity between WTA and WTP is one of the most salient stylised facts that theories of reference-dependence purport to explain, evidence that this disparity decays with market experience presents a challenge for those theories.  
Some commentators interpret the evidence as indicating that reference-dependence is not a genuine property of individuals’ preferences.  WTA/WTP disparities, they argue, are artefacts of experimental and survey designs which do not give respondents adequate opportunities and incentives to understand the tasks they confront (Plott and Zeiler, 2005).  Others, ourselves included, interpret the evidence as showing that reference-dependence is a real phenomenon, but one whose strength can be diminished by particular kinds of experience.  They argue that, since many important economic decisions are not repeated, it is unhelpful to define the domain of economics so that it excludes psychological mechanisms which influence one-off decisions (Loewenstein, 1999). 
The issues at stake in this ongoing debate are partly empirical: clearly, we need to know more about how WTA/WTP disparities are affected by variations in experimental designs and by individuals’ exposure to different kinds of experience.  But theoretical issues are involved too.  If the best available theories of reference-dependent preferences predict that WTA/WTP disparities remain constant in repeated markets, then the observation that these disparities decay with market experience gives credence to the hypothesis that the disparities are experimental artefacts.  There would be less reason to accept that hypothesis if that pattern of decay was predicted by a theory of reference-dependent preferences.

While it seems plausible that some component of the WTA/WTP disparity found in some experiments and surveys is likely to be due to respondents’ misunderstanding of the tasks used to elicit valuations, what is at issue is whether, after controlling for the effects of misunderstanding, a disparity attributable to reference-dependent preferences remains.  If we are to isolate the effects of ‘genuine’ reference-dependence, it is useful to know how the strength of these effects can be expected to vary between decision environments.  For example, the WTA/WTP disparities observed in stated-preference studies are often much greater than those observed in laboratory experiments.  Is this evidence that the elicitation tasks used in stated-preference studies are more subject to misunderstanding (perhaps because they are not incentive-compatible, while most laboratory experiments are)?  Or is there a predictable tendency for reference-dependence to be greater in choices involving (say) environmental public goods than in choices involving marketed private consumption goods, as typically investigated in laboratory experiments?
In the remainder of this section, we consider why, within our model, the extent of any status quo effect may be liable to differ between different choice problems.  We begin by defining a measure of status quo attitude. Since a status quo effect reveals an individual’s unwillingness to make exchanges, it is natural to measure the underlying attitude by identifying sequences of exchanges which, according to Hicksian consumer theory, the individual is indifferent about making, and then measuring any subjective resistance to those exchanges.  Clearly, a Hicksian individual is indifferent about any sequence of exchanges which leads from one bundle back to itself.  Thus, status quo attitude can be measured by the net compensation required to induce an individual to complete such a cycle of exchanges.


We make the simplifying assumption that, for all taste states sh, uh(.) is differentiable everywhere, and that, at all values of w where w ( 0, ((w) is differentiable; we allow the gain/loss evaluation function to be kinked at the boundary between gains and losses.7  Let (x1, x2) denote a bundle which contains x1 units of good 1 and x2 units of good 2. (For simplicity, our notation ignores holdings of any other goods; these are assumed to remain constant throughout the analysis.)  Consider an individual who is endowed with z = (z1, z2​), and who treats this as her reference point.  In conventional consumer theory, there is a uniquely-defined marginal rate of substitution of good 2 for good 1 at this point.  In our model, in contrast, there is a distinction between marginal WTP for good 1 in terms of units of good 2 (the absolute value of the rate at which decrements of good 2 compensate for increments of good 1), denoted r21WTP, and marginal WTA for good 1 in terms of units of good 2 (the absolute value of the rate at which increments of good 2 compensate for decrements of good 1), denoted r21WTA.  Notice that r21WTP ( 1 / r12WTA and r21WTA ( 1 / r12WTP.

Starting from z, the individual is (at the margin) just willing to give up one unit of good 2 for every r12WTA​ units of good 1 that she gains in return.  Having done so, and her reference point having adjusted to this change in her holdings, she is just willing to accept r21WTA units of good 2 as compensation for each unit of good 1 she gives up.  (Given our assumptions about the differentiability of ((.) and of each uh(.), the values of r21WTP and r21WTA are constant for sufficiently small changes in the reference point.)  Thus, the amount of good 2 that just compensates her for giving up the amount of good 1 that, in turn, just compensated her for giving up one unit of good 2 is r21WTA.r​12WTA.  In other words, the net compensation required to induce her to trade one unit of good 2 for an equivalent quantity of good 1, and then to trade back again, is r21WTA .r​12WTA – 1 units of good 2.  This value, which we denote by Q21, is a measure of status quo attitude with respect to exchanges between the two goods.  It is dimensionless and directionless (in the sense that Q12 = Q21).  Since it is generated by two ‘matching’ exercises (that is, exercises in which a quantity on one dimension is matched with an equivalent quantity on another), we will call it a double-matching measure of status quo attitude.  Positive values of status quo attitude indicate aversion to movements away from status quo positions (that is, the status quo effect); a zero value indicates neutrality towards such movements.  (In principle, negative values indicate a desire to move away from the status quo; but this case is ruled out by the assumptions of our model.)
In the case in which good 1 is a non-money good and good 2 is money, this measure has a familiar interpretation.  In this case, r21WTA​ is the WTA valuation, in money units, of a marginal unit of the non-money good, while r12WTA is the reciprocal of the corresponding WTP valuation.  Thus, our measure of status quo attitude can be written as [WTA – (1/WTP)] /WTP, or (WTA – WTP)/WTP: it is the excess of marginal WTA over marginal WTP, expressed as a proportion of marginal WTP.


We now investigate how this measure is related to the parameters of our model.  For each taste state sh (h = 1, ..., m), let Uh and Vh be the marginal utilities of goods 1 and 2 respectively, evaluated at z.  (That is, Uh = (uh(x1)/(x1 and Vh = (uh(x2)/(x2.)  As a normalisation, we define units of the two goods so that (h ((sh)Uh = (h ((sh)Vh = 1.  One implication of this normalisation is that, starting from z, the individual is indifferent between gaining a marginal unit of good 1 and gaining a marginal unit of good 2. We index taste states so that U1/V1 ( U2/V2 ( ... ( Um/Vm, that is, so that the preference for good 2 relative to good 1, defined in terms of the marginal rate of substitution, is greater in higher-numbered states.  We normalise ((.) so that, in the limit as w tends to zero from above, (((w) = 1.  We then define a parameter ( such that, in the limit as w tends to zero from below, (((w) = (.  Because ((.) is concave, ( ( 1; the higher the value of (, the greater the asymmetry between the evaluation of marginal gains and marginal losses.


We now evaluate r21WTA.  We define an integer K so that, in each of the states s1, ..., sK, one unit of good 1 is weakly preferred to r21WTA units of good 2, while the opposite is true in each of the states sK + 1​, ..., sm.  Since we know that the individual is indifferent about giving up one unit of good 1 and taking on r21WTA units of good 2, we have:

(​h = 1K ((sh) ( (r21WTA Vh – Uh) + (​h = K + 1m ((sh) (r21WTA Vh – Uh) = 0.

(4)

Rearranging:

r21WTA =  [( (​h = 1K ((sh) Uh + (​h = K + 1m ((sh) Uh] /

[( (​h = 1K ((sh) Vh + (​h = K + 1m ((sh) Vh].



(5)

The value of r12WTA can be derived in a symmetrical way.

The right-hand side of (5) is a ratio between a weighted sum of Uh terms and a weighted sum of Vh​ terms.  If ( = 1, the weights are equal to the probabilities of the respective taste states, with the implication that r21WTA = 1; by symmetry, r12WTA = 1, and so Q21 = 0.  However, if ( > 1, the weighting is biased towards those states in which Uh/Vh is highest; so, provided that the marginal rate of substitution Uh/Vh is not the same in all states, we have r21WTA > 1.  By symmetry, r12WTA > 1 also, and so Q21  > 0.  In other words, if the marginal rate of substitution differs across states, the double-matching measure of status quo attitude is strictly positive if and only if the gain/loss evaluation function is kinked at the origin.  


For our purposes, it is more significant to consider how status quo attitude varies with changes in the specification of preference uncertainty, for given values of ( (greater than 1).  To explain the principles involved in answering this question, we use the following simple model.  In this model, the two goods are symmetrical with one another.  For each good, there are just two possible values of marginal utility, and these values are the same for both goods.  Given our normalisations, we can denote these values by 1 + ( and 1 – (, where 0 ≤ ( < 1 (guaranteeing that marginal utility is strictly positive in all states).  For each good, each of these values occurs with probability 0.5.  The parameter ( can be interpreted as a measure of the degree of uncertainty about the marginal utility of each good, considered separately.  We define ( as the probability that the marginal utility of good 1 is 1 + (, conditional on the marginal utility of good 2 being 1 – (.  The value of 1 – ( can be interpreted as a measure of the degree of correlation between the marginal utilities of the two goods.  Thus, ( is a measure of the disalignment of tastes.  In this model, there are four relevant states, in which the marginal utilities of the two goods are as shown below:
state and probability:
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s2

s3
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(1 – ()/2
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As before, we begin by evaluating r21WTA.  It follows immediately from the definition of r21WTA​ that there must be at least one state in which the individual weakly prefers one unit of good 1 to r21WTA units of good 2.  Since states have been indexed in order of ratios of marginal utilities, s1 must be such a state.  Because the two goods are symmetrical, we know from our general analysis of the status quo effect that r21WTA ( 1.  Thus, r21WTA units of good 2 must be weakly preferred to one unit of good 1 in s2 and s3 (in which the marginal utilities of the two goods are equal) and in s4 (in which good 2 has the higher marginal utility).  Setting K = 1 and using (5):

r21WTA​ = [((([1 + (] + 1 – () + 2(1 – ()] /

[((([1 – (] + 1 + () + 2(1 – ()].




(6)

By symmetry, r12WTA = r21WTA, and so Q21 = (r21WTA)2 – 1.  Using (6), and on the assumption that ( > 1, it is straightforward to show that Q21 = 0 if either ( = 0 or ( = 0.  If ( > 0, then Q12​ is increasing in ( and (for ( > 0) in (.  If ( >0, then Q12 is increasing in ( and (for ( > 0) in (.

These results illustrate the general fact that, in our model, status quo attitude for a given individual and a given pair of goods is determined by the interplay of three factors: (i) asymmetry between the individual’s attitudes to gains and losses of utility per se, as represented by the degree to which exceeds 1; (ii) the individual’s uncertainty about the marginal utility of each of the goods, considered separately, as represented by ; and (iii) lack of correlation between these marginal utilities across states, as represented by .  We will call these factors gain/loss asymmetry, taste uncertainty, and taste disalignment.  Unless all three of these factors is present – that is, unless  > 1 and  > 0 and  > 0 – status quo attitude is zero; if any two are present, status quo attitude varies with the degree to which the third factor operates.

In terms of observable behaviour, the role of gain/loss asymmetry in our model implies that there is an individual-specific component to status quo attitude: other things being equal, an individual can be expected to show a greater status quo attitude for one pair of goods, the more such attitude he has shown for other pairs.
The roles of taste uncertainty and taste disalignment as determinants of status quo attitude are more distinctive feature of our model.  They provide an alternative to Koszegi and Rabin’s (2004) explanation of the tendency for loss aversion (or status quo attitude) to be relatively small for trades between similar goods.  Take the case of the two orange juices.  Koszegi and Rabin analyse this case in terms of hedonic dimensions, on the assumption that the two products provide similar amounts of many of the relevant hedonic attributes.  In terms of our model, it is equally natural to assume that in most states of the world, the two products will have similar marginal utilities.  A consumer may have considerable uncertainty about the marginal utility of each product considered in isolation (for example, the marginal utility of orange juice may be higher in states in which the weather is hotter), but these variations in marginal utility are likely to have a high positive correlation (the hotter it is, the more she enjoys both drinks).
In relation to many examples of this kind, the preference-uncertainty and consumption-dimensions approaches are likely to yield similar implications.  In principle, however, the two approaches are different.  A consumer may be entirely certain about her preferences between two products that are hedonically very different – for example, between buying a newspaper on the way to work, or stopping off for a cup of coffee; conversely, a given degree of hedonic similarity can be associated with different degrees of preference uncertainty – for example, when faced with a choice between two ‘romantic comedy’ theatre productions. 
The preference-uncertainty approach implies that status quo effects are likely to be particularly strong when individuals face problems that they have not faced before or thought about much in advance.  The hypothetical choice and valuation problems that are presented in stated-preference surveys are typically of this kind: such surveys are used primarily in relation to goods that are not regularly traded in markets, such as the protection of endangered species.  Thus, our approach may help to explain why WTA/WTP disparities tend to be particularly large in stated-preference data. Some support for this suggestion is provided by Shogren et al’s (1994) finding that WTA/WTP disparities in repeated experimental markets are vastly greater when the good that is being traded is an upgrade from an ordinary sandwich to a sandwich that has been screened for food-poisoning pathogens than when it is an upgrade from a piece of candy to a candy bar.9  Intuitively, one would expect respondents to be much more uncertain of their preferences between money and food-poisoning-screening than between money and candy.
If status quo effects are induced by preference uncertainty, we should expect a general tendency for experience – whether in markets or not – to reduce the degree of such effects.  (In contrast, there is no obvious mechanism by which experience makes the hedonic attributes of given goods more similar.10)  Thus, our approach provides a possible explanation for the observed tendency for WTA/WTP disparities to decay with market experience.

There are at least two potential mechanisms here.  One is the mechanism of discovered preference, through which an individual learns about tastes that, in some sense, she had from the outset (Plott, 1996). As the individual gains experience of consuming particular goods, she may learn more about the degree to which she enjoys them.  Independently of actual consumption, the process of deliberating about whether to buy or sell a good may recall memories, or provide cues for ideas, which reduce her subjective uncertainty about her tastes.  (An opposite effect is also possible: the more one thinks about certain unfamiliar goods, the more conflicting feelings, doubts and concerns might arise.)
The second mechanism works through the acquisition of information about other people’s preferences.  Such information may influence the formation of preferences in ways that, from the standpoint of conventional theory, are irrational.  In relation to the experimental evidence concerning loss aversion and market experience, the effects of exposure to price information are of particular interest: an agent may treat market prices as if they were indicators of what the relevant good is worth to her, even though its ‘true’ value to her is an entirely private matter.  This hypothesis is supported by the evidence that individuals’ bids and asks in subsequent rounds of experimental markets where values are not induced tend to track price feedback from previous rounds – the shaping effect of price information (Knetsch, Tang and Thaler, 2001; Loomes, Starmer and Sugden, 2003).  If market (or other social) experience makes agents feel less uncertain about their preferences, it will tend to reduce status quo effects.

  Significantly, our model reduces to standard consumer theory when there is no uncertainty about preferences.  The consumption-dimensions approach has no analogous limiting case.  In any theory in which reference points are interpreted as rational expectations, or as levels of consumption to which the individual has become habituated, it is possible to define a (rational-expectations or long-run) equilibrium in which the outcome of the individual’s chosen trades is also the reference point from which those trades are evaluated.  Given the rational-expectations interpretation of reference points, such a state of affairs is a personal equilibrium in the terminology of Koszegi and Rabin (2004, 2006).  It is important to notice, however, that being in a state of personal equilibrium does not imply the absence of status quo effects (even though, if there is no uncertainty, it implies the absence of any sensations of loss as a result of the trades actually carried out).  In Koszegi and Rabin’s consumption-dimensions model, an individual who is in personal equilibrium will still show a disparity between WTP and WTA for marginal movements away from the reference point.  (In terms of the familiar diagram, indifference curves in commodity space are convex to the origin, but kinked at the reference point rather than smooth.)  Thus, even after allowing for the effect of changing expectations, the Koszegi-Rabin model does not imply that status quo effects are eliminated by repeated trading in a constant environment.  In contrast, our approach might be interpreted as legitimating the use of standard Hicksian consumer theory when modelling the behaviour of well-informed agents, or when modelling long-run equilibrium.
Appendix: proof of Theorem 1
Suppose that, for all states sh, uh(.) is continuous, strictly increasing and strictly concave.  It is straightforward to show that these assumptions imply that v(x, z) is continuous in x and z, strictly increasing in x, strictly decreasing in z, and strictly concave in x, thus satisfying Well-Behavedness.  We now prove that Acyclicity is satisfied. 

We define a function w(.) in the following way: for all bundles x, w(x) := (h ((sh) uh(x).  Thus w(x) can be interpreted as the expected value of the subjective experience of consuming x.  Notice that this value is independent of the reference point.  Thus, w(.) determines a reference-independent ordering of bundles.  

We fix a parameter r such that r > 0 and, for all real numbers q, rq ( ((q).  Since ((0) = 0 and ( (.) is weakly concave, such a parameter must exist.  (If ((.) is differentiable, r must equal (((0).)  Hence, for all bundles x and z, v(x, z) = (h ((sh) ( [uh(x) – uh(z)] (  r (h ((sh) [uh(x) – uh(z)] = r[w(x) – w(z)].  Thus, v(x, z) ( 0 implies w(x) ( w(z), and v(x, z) > 0 implies w(x) > w(z).  However, v(x, z) ( 0 ( x ( z | z, and v(x, z) > 0 ( x > z | z.  Thus, x ( z | z implies w(x) ( w(z), and x > z | z implies w(x) > w(z).  So, if the move from z to x is weakly choosable, x is ranked at least as highly as z in the reference-independent ordering defined by w(.), while if the move is strictly choosable, x is ranked above z.  It follows immediately from this result that Acyclicity is satisfied.        

Kozsegi and Rabin, qje  
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Notes
1.  Sileo (1995) proposes a rather similar hypothesis about the relationship between loss aversion and preference uncertainty, but develops it in a theoretical direction very different from that of the present paper.
2.  This basic model is not presented explicitly by Tversky and Kahneman, but it is implicit in the informal theoretical discussion with which they introduce their analysis.  They present a number of examples, each of which involves ‘two options x and y that differ on two valued dimensions’, and in which the choice between the two options is reference-dependent.  They say that these anomalies have a common explanation: ‘[T]he relative weight of the differences between x and y on dimensions 1 and 2 varies with the location of the reference value on these attributes.  Loss aversion implies that the impact of a difference on a dimension is generally greater when that difference is evaluated as a loss than when the same difference is evaluated as a gain’ (1991, p. 1040).  In a private communication, Kahneman has confirmed that, in constructing their theory, he and Tversky used the basic model as their starting point.

3.  This feature of Koszegi and Rabin’s theory is not discussed in the final published version of the paper (Koszegi and Rabin, 2006), which merely refers to ‘dimensions’ of consumption without specifying whether these refer to goods or hedonic attributes. 

4.  We treat ‘consequences’ as descriptions of subjective experiences, not tied by definition to any particular bundle or state.  Thus, a proposition of the form c(x, sh) = c(y, sg) indicates that consuming bundle x in state sh leads to the same subjective experience as consuming y in sg.  
5.  To guarantee the uniqueness properties of the three functions, some structure has to be imposed on S and C, and preferences have to have appropriate continuity properties.  Sugden (2003) proves the representation theorem for the case in which C is the non-negative real line; consequences are interpreted as levels of wealth.  Some technical modifications are needed in order for the theorem to apply to the case in which C is the set of possible subjective experiences.     

6.  In regret theory, preferences between acts are defined relative to the set of feasible acts that constitutes the choice problem, while in RDSEUT, preferences between acts are defined relative to a fixed reference act.  However, the regret-theoretic concept of a preference between x and y, conditional on the feasible set being {x, y, z}, is in important respects isomorphic with the concept of a reference-dependent preference between x and y, conditional on the reference act being z. 
7.  In standard consumer theory, preferences are ordinal, and so strict convexity of preferences corresponds with strict quasi-concavity of utility.  Because the RDSEUT framework uses cardinal utility, we have to ‘translate’ strict convexity of preferences as strict concavity of utility. 
8.  Some such kink seems to be essential in any model that is to accommodate observed degrees of loss aversion for very small changes in wealth or consumption (see Rabin, 2000).  For this reason, prospect theory needs to allow value functions to be kinked at zero (Kahneman and Tversky, 1979; Tversky and Kahneman, 1992).
9.   Shogren et al. interpret this as evidence of Hicksian substitution effects, as analysed by Hanemann (1991).  However, WTA/WTP disparities of the magnitudes observed (WTA is three to five times higher than WTP, even after repeated market experience) cannot be reconciled with Hicksian theory under plausible assumption (Sugden, 1999).

10.  Koszegi and Rabin (2004, pp. 34-35) conjecture that, after repeated experience in trading-off hedonically dissimilar goods, ‘even hedonically initially distinct dimensions become similar for the decisionmaker in evaluating gain-loss utility’.  Here, they seem to be recognising an empirical tendency for status quo effects to decay with trading experience, but it is not clear how this tendency can be integrated into a model in which goods are defined by their hedonic attributes.
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