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This Guide

The information presented here is about how sound works in an audio recording context. In
part it’s about technologies - and contains some useful techniques - but in the main it is about
the practical application of the physics of sound. You will not find much information on which
buttons to push on a particular device or program, or what to plug in where. Instead, it attempts
to sketch a conceptual foundation to making recordings with a bit more understanding about
what is really going on, allowing for more informed decisions. Equipment and software change
by the year, but the fundamentals tend not to.
This guide is not exhaustive, and explanations for most of the concepts can be found online
easily enough (and there are some useful practical guides to microphones, or recording
vocals, for example, which are not discussed in much detail here). It is however a useful
distillation and collection of a number of sources and points of view, especially if you don’t really
know where to begin looking, or what for.
Each section can be read alone, but many of the concepts interlink and cannot be understood
in isolation. Any coloured text is a link to somewhere else. There is a handy glossary at the
end: clicking on a highlighted word takes you there, from where you can investigate further by
following the weblinks. In the glossary these are all to Wikipedia articles, mainly because they
are less likely to fail in the future or change URL, but also because Wikipedia is pretty good with
scientific concepts. There are also some links to different chapters in red, and some videos and
audio tracks to look out for.
Finally, there are some acknowledgements at the end.
To navigate back to the original page after following a link internal to this PDF, in Preview hit
cmd+[ , or in Adobe Reader hit cmd+← (Mac) or ctrl+← (PC).

What is sound?

We can make a distinction between what is perceived and what is measurable. That is, what we
hear, and what a physicist might describe.
When we want to shape or change the characteristics of an audio recording, we need to know
which physical aspects govern which perceived aspects of a sound. For example, if we describe
a sound as boomy, harsh, or spacious, what do we mean by these terms, and which aspect(s)
of the physical sound are relevant? We can then think about what we desire the audio to sound
like or not sound like, and accordingly change the recording circumstances, or apply processing
to the audio file using the relevant process, singly or in combination.
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Talking about sound means using a number of terms.
There are terms from physics: e.g. frequency, wavelength, phase.

There are terms which may borrow from physics but could have a technical definition specific
to audio: e.g. gain, distortion, noise
There are techno-creative processes: e.g. equalisation, compression, reverberation
There are descriptive/metaphorical terms borrowed from vision: e.g. brightness, colour, focus;
or from listening experience: e.g. tinny, woolly, distant; or via onomatopoeia: e.g. boom, hiss,
click.
There are also vague terms of everyday use: e.g. volume or loudness are often replaced with
terms with a more specific meaning in certain contexts (e.g. gain, SPL).
It helps to know some of these terms, but also to know that there is great variability in how
people use them. Mostly they are learnt through use and through making, but many will be
covered here.

So what is sound to the physicist?

Rarefaction

Compression

Rarefaction

Rarefaction

A medium (e.g. air) is alternately compressed and rarefied by a vibrating object. The compression
is mechanical: the surface of the object displaces the air particles it is in contact with, causing
an increase in particle density, and higher air pressure along its surface. These air particles in
turn displace further particles, and so on, and in this way the wave propagates through the air.
As the particles are displaced from one location to another, they leave behind them an area of
decreased particle density and lower air pressure. So, at any particular point that the sound
wave passes, the air is alternately compressed and rarefied - that is, has a higher or lower
pressure compared with normal atmospheric pressure. When the object ceases to vibrate, the
air returns to equilbrium.
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Visualising Fundamentals
2. Graphing the Audio Waveform

We will need to visualise the sound wave in different ways, using these visualisations to help
understand its properties. With the simple diagram previously shown, we can already indicate
two of these.

As well as understanding the nature of sound in the abstract, understanding graphs of sound
waveforms is often the key to understanding various production processes that rely on them as
part of a user interface in audio hardware and software designs.

Wavelength
Speed

Here is the original visual representation of our sound wave again.

Compression
WAVELENGTH

WAVELENGTH

Compression

WAVELENGTH

Rarefaction

Distance travelled
SPEED = distance / time

Rarefaction

Rarefaction

If a microphone is placed at a point within the sound wave, we can measure the pressure
corresponding to the compression or rarefaction over time at that point (which corresponds
to the voltage produced by the microphone). This can then be plotted on a graph, creating a
representation of the waveform.

Wavelength

The distance spanned by one complete sound wave in metres (m).
Low-pitched sounds have a long wavelength; high-pitched sounds, short.
Because the wavelengths of audible sounds (measuring about 17m for the lowest-pitched sounds
to about 0.017m for the highest pitch) are of a similar size to enclosed spaces and objects, such
as those comprising many of our listening environments, this can give rise to audible sonic
interactions that are dependent on wavelength.

Time = 0

Compression

Pressure
(microphone
voltage)

Time
0.5

1

1.5

Time = 1

2

Speed

How fast the sound propagates through its medium.

Time = 1.5

Rarefaction

A speed of 343 metres per second (m/s) is commonly given for the speed of sound in air. The
actual speed is dependent on environmental conditions like altitude, temperature and humidity.

Time = 2

A good rule of thumb for rough calulations is to assume sound travels about one foot per
millisecond, or one metre every three milliseconds.
When recording, the same sound may reach a microphone by different paths, for example by
reflecting off nearby walls. These delayed sounds can affect the recorded sound’s character, and
the amount of delay is determined by the sound’s speed.
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As the sound wave passes, alternately raising and lowering the air pressure experienced by
the microphone, the line of the graph moves up and down accordingly.
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Visualising Fundamentals:
4. Listening to Visualisations

There are some further properties of the sound wave which can be read from this
graphed waveform which will become very useful to know about when making and
processing recordings.
Amplitude
Frequency
Phase

The visualisations we have been looking at are graphs of the simplest audio waveform called a
sine wave.
What do these waves sound like?
The following video shows an oscilloscope (a measuring device which plots amplitude against
time) being fed a signal of 200Hz, which is then doubled to 400Hz, then 800Hz, and finally1600Hz
(1.6 kHz).

Increasing Pressure
Period (T)

Frequency = 1 / T

AMPLITUDE

Normal Pressure/Silence

COMPRESSION
TIME

RAREFACTION

0°

90°

180°

270°

360°

Phase
Decreasing Pressure

Amplitude
The intensity of the sound pressure, measuring the perceived volume of the sound.
The unit of measurement depends on the context, but could be electrical voltage
(V), or various kinds of decibel (dB).
Frequency
The number of wave cycles per second in hertz (Hz), corresponding to the percieved
pitch. It is the inverse of the period (T), which is the time taken for a complete wave
cycle. The frequency range of human hearing is normally given as 20 - 20,000 Hz - that
is, audible sound waves vibrate between 20 and 20,000 times per second.
Phase
The position of a point in time on the wave cycle, in degrees (°).
Phase is useful in audio when comparing two or more waveforms that are similar.
There will be more about the practical implications of this later.
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We hear each sine wave as a pure tone.
We can see how the number of peaks and troughs in the waveform double for each doubling of
frequency.
We can hear how each tone sounds similar: since the frequncy is doubled, each tone is exactly
one octave higher than the last.
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What happens when we have two or more sine waves?

The two extremes of superposition can be shown with two waves of the same frequency and
amplitude.
We saw earlier that the phase of a wave form is the position of a point in time on the wave cycle,
expressed in degrees (°) from 0 - 360°.

They combine to make a different wave form.
The following video shows the oscilloscope with a 200Hz wave again, followed by a 266 Hz
wave, then both together. Here the oscilliscope is paused so the waveform can be observed
more easily.

Period (T)
frequency = 1 / T

AMPLITUDE

TIME

0°

90°

270°

180°

360°

Phase

The diagram above shows two waves of equal frequency and amplitude, but which start their
cycles at different times.
The two sine waves combine to make a more complex wave. This behaviour is called
superposition.
In general, any wave (however complex) can be expressed as the sum of a number of sine waves
changing over time. One way of doing this is to use Fourier analysis.
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The point on the red waveform which corresponds to the start point of the black waveform
occurs at the 180° mark.
Therefore we can say that there is a phase offset of 180° between the two waveforms. This
is sometimes expressed by saying one wave is 180° ‘out of phase’ with the other. Each wave in
isolation, however, would sound identical to the other.
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When combined, the two waves superimpose on each other.
When there is no phase offset (the waves are perfectly ‘in phase’) the combined
waveform doubles in amplitude.
When there is a phase offset of 180° (the two waves are perfectly ‘out of phase’) the
combined waveform has an amplitude of zero (silence).

constructive
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destructive

These two examples represent the extremes of what is called constructive and
destructive interference.
We will discuss cases which fall inbetween these extremes in the section on Phase.
Interference and superposition are fundamental to audio and will inform a number of
practical and theoretical scenarios throughout this guide.

12

Stereophony
1. Perception
2. Stereo microphone techniques
3. Binaural recording
The Digital World
1. Basic signal flow
2. Sample rate
3. Bit depth
4. Decibels
5. Clipping, Noise, Dynamic Range
and Signal-to-Noise Ratio
Practical Tips
Glossary

13

Frequency
1. Human Perception

Frequency
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Like vision, our hearing is non-linear in a number of respects. Our sensitivity to certain audio
phenomena varies in sometimes unusual ways.

If a sound wave travelling through air encounters an obstacle - a surface or an object - the obstacle
will absorb some of the sound’s energy, reducing its intensity. The extent of absorbtion varies
with the material of the object and with the sound’s frequency.

Human perception of frequency, for example, is most sensitive in the 1 - 5 kHz region. Perhaps
an evolutionary explanation for this is that this frequency range encompasses the intelligibilty
of human speech.

High frequencies have less energy than low frequencies (there are fewer air particles moving
in a wave with a shorter wavelength), so typically, absorbtion of sound by an object or surface
is non-linear, with less absorbtion happening at lower frequencies. The result is a loss of high
frequency detail, and possibly intelligibility.
Clicking on the graph below will play an audio recording of a busy restaurant, during which the
high frequencies are artificially reduced over time. Despite the fact it is the same recording, we
intuitively feel that there have been an obstacles placed in the way of our listening - such as if
we had moved to the room next door.

The above graph is called an equal loudness contour or Fletcher–Munson curve.
It shows the intensity of sound pressure required at different frequencies to achieve a consistent
perceived loudness.
We can see that as the frequency moves away from the sensitive 1000 - 5000 Hz area, the
intensity of pressure required for the sound to be perceived by the listener as being of equal
volume increases.
When we describe how we perceive a sound we often use terms borrowed from vision, such as
bright or dark, or descriptive terms such as harshness or muddiness. Many of these terms are
related to the predominant frequency content of a sound, and this in turn relates to our nonlinear sensitivity. If there is an over-abundance of information around the ear’s most sensitive
region, we may describe it as harsh or bright. If there is an absence here, we may instead use
words like dark, muddy, or unintelligible. Deciding how you think a sound should be described,
and then looking at its frequency content (and experimenting with an equaliser) can help to
cement these relationships.
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The graph shows absorbtion against frequency for an acoustic panel designed for sound
absorbtion. We can see the panel has increasing diminished effect at lower frequencies.
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The energy of a sound spreads across a larger area as its wavefront moves out in three dimensions.
The intensity of the sound pressure as a whole reduces as the distance travelled by the sound
increases. Since high frequencies have less energy than low, this happens (again) non-linearly,
with high frequencies reducing in level more than low frequencies as the distance from the
source increases (essentially through absorbtion by the air).
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Rule of thumb: doubling the distance from the sound source halves it’s perceived volume
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Enclosed Spaces
3. Room Modes

In enclosed spaces, as the the distance from the source is increased, the sound of the room
reverberation increases compared with the direct sound.

We saw earlier how constructive and destructive interference can happen when there is a phase
offset between two waves of equal frequency and amplitude.

Reverberation is essentially the source sound reflecting off various surfaces in the room,
following multiple paths, which combine at the listening position or recording microphone at a
point in time after the direct sound. The length and timbre of the reverberation depend on
the size, shape and material construction of the space.

We also know that the wavelengths of sound waves begin at about 17m and below, which is of
the same order as many of our listening environments.
If a sound occurs in a room, it may reflect off the walls and back on to itself, increasing it’s sound
pressure level through constructive interference. If the wavelength of that sound is equal to a
1/2 multiple of any of the room’s dimensions, and the room’s walls are parallel to each other,
what’s called a standing wave will occur at that wavelength.
For example, the following diagram shows the fundamental standing wave for a room 10 metres
long, and a calculation determining its frequency:

10 metres

Direct
Reflected
Critical Distance is when direct = reflected

In larger rooms, there is a point at which the amplitude of the direct sound equals that of the
reverberated sound. This is called the critical distance. This happens because the effect of
distance between the microphone and the sound source is to attenuate the direct sound,
which has a singular path to the microphone, compared to the multiple paths of the reflected
sounds which combine to form the reverberation.
The more the recorded sound is made up of reflections, the more the sound takes on the
character of the room, making it less intelligible as the effect increases. The microphone can
be placed closer or further away from the sound source to reduce or increase the relative
level of the room sound as desired. In general, we could say that ‘room sound’ is a subset of
the environmental or ambient sound of a recording scenario. We can then say that the relative
presence or absence of these environmental sounds is dictated to a large extent by the proximity
of the microphone to the sound source.
Alvin Lucier’s I Am Sitting In a Room takes advantage of reverberation and room sound.
Connected with this is the idea of room modes, which we will discuss next.
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The fundamental standing wave of a 10m long room.
Its wavelength (λ) is double the room length, or 20m.
Since frequency (f ) = speed of sound (v) / wavelength (λ)
f = 343 / 20 = 17.15 Hz

These standing waves are often called room modes, and can be thought of as the room’s
resonant frequencies. They only occur at the low end of the frequency spectrum, from 20
- 300 Hz or so. Standing waves higher than this tend to be broken up by other acoustic factors.
The antinode (the peak of the wave with maximum pressure, and therefore maxium sound
volume) of the standing wave is always at the room’s walls. At the centre of the room, there
is always either an antinode or a node (the point of the wave corresponding to normal air
pressure, that is, silence). In the case above, this standing wave has a node at the centre of the
room.
It seems clear then that the sound pressure at the frequency of the room mode in question will
be quite variable and dependent on the listening or recording position used within the room.
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The frequency of the fundamental room mode for our 10m room is 17.15 Hz, which is
inaudible, or at least unlikely to be reproducable, and not a problem in practice. However the
next few modes of this room are certainly within the audible spectrum and will start to affect
how sound is heard and recorded within the space.
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10 metres

The first four modes of a 10m long room.
17.15 Hz

34.3 Hz
68.6 Hz

51.45 Hz

Additionally, we can see that at the centre of the room there is always either a node or an
antinode, depending on the mode in question. This is generally the case, and listening or
recording at the centre of a room will result in peaks and dips at the modal frequencies, which
can imbalance the sound significantly. There are also always antinodes at the walls and corners
regardless of mode, resulting in peaks at all modal frequencies, resulting in a generalised increase
in low frequencies at the room boundaries. Other positions will be less extreme but may still
have significant variations in frequecy response.
If we add to this the fact that standing waves appear in all three dimensions (only one is
considered above), both on and off axis with the room’s walls, then we can begin to appreciate
the sort of problems that cuboid and reflective enclosed spaces have with their low frequency
response. Spaces such as art galleries are particularly poor in this regard.
In some ways this is an inevitable part of soundwave behaviour in enclosed spaces of this kind,
and only a radical redesign of the space can solve the issue. However, there are some practical
measures that can be taken to minimise the effects.
- Listen to your recording signal before committing.
- Move the microphone(s) and try to find the spot with the most even bass response
- Move the sound source(s) until they sound right in the space
- Avoid placing microphones, sound sources or loudspeakers at the centre or wall of a room if
bass recording/reproduction is critical
- When playing back sound, ensure reproduction is intelligible through sufficient high frequency
coverage of the listening position(s)
- Remove low frequencies that are not needed, using equalisation
- Look to use acoustic treatment if possible
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Phase
2. Comb Filtering
For phase shift to happen, more than one source of the same sound needs to be combined in
any recording or playback scenario, and one of those sources needs to be delayed in time.

We saw earlier the two extremes of interference caused by phase shift by looking at two
waveforms of equal frequency and amplitude. When the two waves are perfectly in phase, they
constructively interfere and increase the sound pressure. When they are 180° out of phase, they
destructively interfere and combine to silence.

The first common scenario where this might happen is when a sound is recorded by a single
microphone, but the sound also reflects into the microphone off of a nearby surface. Since the
reflection has to travel further than the direct sound, it arrives at the microphone at a later
point in time.

In between these two extremes wave behaviour is more complex. For example, the red
waveform below is shifted 90° compared to the black and will only partially cancel it, with the
resulting sound represented by the blue waveform - the same frequency as the two originals,
but phase shifted (by 45°), and at a lower amplitude.

direct
reflected

The second common scenario is when two microphones record the same sound from different
distances, so one signal is delayed with respect to the other, and the signals are combined.

Phase
Shift

AMPLITUDE

Combined
wave

direct
combined
TIME

0°

90°

270°

180°

360°

The third, which is similar to the second, is when two (or more) sound sources are recorded
with individual microphones, but each microphone picks up what is called bleed or spill unwanted sound from the other sound source. The bleed signal in one microphone is delayed
in time with respect to the direct signal in the other microphone (and vice versa) when all the
microphone signals are mixed together.

Phase
direct
bleed
combined

What occurs if the audio is more complex?
What happens if the phase shift ‘shifts’?
How do phase shifts happen anyway?

All of these scenarios may result in a kind of frequency filtering called comb filtering.
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Phase
3. 3-to-1 rule

Comb filtering is a result of the phase offset introduced by the delayed signal, whether that be
from reflections or multiple microphone sources. The delayed signal introduces constructive
and destructive interference alternately across the frequency spectrum in ever tighter bands,
meaning the typical response is comb shaped:

One way to minimise comb filtering is to observe the 3-to-1 rule.
Make sure that any microphone is 3 times or more further away from any reflective surface than
it is from the sound source.

The location of the frequency dips is a function of the delay time causing the phase offset. The
below video shows pink noise through a spectrum analyser. After 5 seconds or so, a second
identical noise signal is added, but with a 1millisecond delay, showing the characteristic shape
and sound of comb filtering. The delayed signal is then removed.

direct
reflected
3x

The deep frequency notches introduced by the comb filtering change the sound’s character,
undermining any notions of transprency or neutrality the recordist may have. Sometimes this
is called a ‘coloured’ sound, in so far as the frequency response is unbalanced. If the speed of
sound is about 343 m/s, then a1ms delay equates to the delayed sound having to travel an
extra distance of 34 cm or so, typical of a mic positioned above a reflective desk, for example.
However, delay times that result in comb filtering can be of any length in the order of about
0.05 to a few milliseconds, corresponding to distances of a couple of centimeteres to a couple
of metres. As delay times approach 20ms we begin to hear the delayed sound as distinctly
separate.
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3. 3-to-1 rule

Phase
3. Emergency alternative to 3-to-1 rule

This rule also applies to multi-microphone / multisound source situations.
Make sure each microphone is 3 times further away from any other microphone than it is from
its sound source.

If the 3-to-1 rule cannot be observed with respect to reflective surfaces, one way to minimise
comb filtering is to placed the microphone as close to the surface as possible. This works
reasonably with small diaphragm ‘pencil’ microphones, but there are specialised microphones
called boundary or PZM microphones which are specifically designed to operate in this way.

x

direct
reflected

direct

3x

bleed

x
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If the delay time is reduced to less than about 0.05 ms (an extra distance travelled for the
delayed signal of about 1.7cm or less) then there will be no comb filtering below about 10 kHz,
which may be acceptable. If low freqeuncy sounds below around 300 Hz are critical, beware of
the effect surfaces can have, as described in the section on room modes. As always, listen
before committing to a recording.

A PZM boundary microphone
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Humans experience sonic depth and the perception of location through differences at each ear
between many of the properties of sound we have been discussing. These differences include
intensity, frequency content, time of arrival and phase.
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Intensity

The head acts as an obstacle to the sound, resulting in reduction of intensity at the ear furthest
from the sound source.

Frequency content

Due to this masking effect of the head affecting high frequencies to a greater extent, the ear
furthest from the sound sound source will perceive less high frequency information.

Time of arrival

The ear furthest from the sound source will perceive the audio at a later time, by perhaps as
much as half a millisecond.
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Stereophony
2. Stereo techniques
The aspect of stereo sound recordings and reproduction systems that involves the simulation
of spatial characteristics (both left to right, front to back and top to bottom) is called stereo
imaging. If the listener is easily able to resolve the locality of various sounds within a recording,
then the stereo imaging is said to be good, and poor if not. Both the recording technique,
reproduction method and listening position affect the perceived stereo image.

Panned Mono
If a mono sound source is fed to a stereo pair of speakers at equal intensity through each
speaker, a listener positioned in front of and centrally to the speakers will perceive the sound to
originate from half way between them, rather than from each speaker itself. This phenomenon
is referred to as the phantom centre. Similarly, listening through headphones to a sound
at equal left-right intensity will result in the listener perceiving the sound to be located at the
centre of their head.

By feeding a sound to one speaker at a greater intensity than the other, it can be placed within
the phantom image at will. This operation is normally called panning.

Phantom
Centre

Apparent
location
of sound

In addition to differences in time of arrival as a result of the distance between each ear, the
structure of the auricle (or pinna) of the ear cause micro phase shifts between multiple direct
and reflected sound paths. This mainly affects our ability to perceive directionality in the vertical
plane.
In summary, stereo perception is determined by differences perceived by each ear with regard
to four main phenonmena:
In this scenario it is the speaker system in combination with the listening position that causes
a difference of intensity between the sound at each ear, and hence its perceived position in the
phantom image - but the recorded sound itself has no stereo spatial information. To begin to
reproduce life-like and convincingly spacious audio, stereo microphone techniques are required
to capture spatial information at the recording stage.

Intensity
Frequency content
Time of Arrival
Phase
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Stereophony
2. Stereo techniques

If two microphones are used to record a sound instead of one, we can begin to capture differences
between each microphone which are relevant to stereo perception purely through the selection
and placement of the microphones themselves.

Rather than slinging up a couple of microphones and hoping for the best, there are a number of
standard stereo microphone techniques which have been developed over the decades, each of
which has advantages and disadvantages. Three of the most commonly used (X/Y, ORTF and
A/B) are shown below. Each works on a slightly different principle of stereo perception. For
each to work effectively, attention must be paid to the placement, angle, distance, and polar
pattern of the microphone arrangement.

These differences are then transmitted to the listener because each microphone feeds its signal
to a single speaker, which in turn transmit the sound to the listeners ears. In practice, this either
happens through direct connection between each microphone and speaker pair in live contexts,
or for recorded material by creating a digital stereo file with discrete left and right channels,
which then feed the left and right speakers respectively on playback.

90 - 120 °

Technique name: X/Y
Main operating principle:

Difference in intensity
Characteristics: Tightly focussed
image, phase coherent, mono
compatible

Mic polar pattern required:
Cardioid

17+ cm
Technique name: ORTF
Main operating principle:

Difference in time of arrival and
intensity
Characteristics: Wide image,
absence of image centre, not always
mono compatible

Mic polar pattern required:
Cardioid

110 °

Technique name: A/B
Principle: Difference in time of

40+ cm

arrival

Characteristics: Very wide image,
not generally mono compatible

Mic polar pattern required:
Omni-directional
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Stereophony
2. Stereo Techniques

Stereophony
3. Binaural Recording

Acoustic shadowing can emphasise differences in sound intensity and frequency content between
two locations. Jecklin and Schneider Disks can be used with a pair of omni-directional
microphones to mimic the masking effect of the human head, creating a recording with a more
intense stereo image.
Common Disk Dimensions
Diameter: 30cm
Thickness: 5cm
Mic Spacing: 16.5cm

Following on from the utilisation of acoustic shadowing, a full-sized dummy head can be
made to mimic the mass and sound absorbancy of a real human head. Using moulded ears made
of silicon or similar material can introduce phase shifts from the ear pinna when microphones
are placed within them.

Schneider Disk
Jecklin Disk

Alternatively, small microphones can be
placed in the ears of a real human head to
achieve the same result.
Both of these disks can easily be
constructed from wooden board
and acoustic foam.
The Schneider disk has a spherical
mass to further approximate the
absorbtion characteristics of the
human head.

This type of stereo techinque is called binaural recording, and represents the pinnacle of
the standard stereophonic techniques, since they take advantage of all four aspects of stereo
difference (intensity, frequency content, time of arrival and pinna phase shifts), and consequently
can convey extremely realistic spatial audio in all three dimensions.

Disk recordings translate well
to both speaker and headphone
playback.

However, binaural recordings do not translate well to speaker systems (due to the fact both
of the listener’s ears will hear both speaker outputs at once, so the effect is lost) and should
generally be used via headphone playback.
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The Digital World
1. Basic Signal Flow

So far we have been looking at how microphones produce a voltage that is
mechanically caused by (is a direct analogue of) the pressure wave fluctuations of a
physical sound. This voltage can be used as the basis for a further analogue process,
such as controlling a cutting blade in wax or vinyl, creating patterns of flux on the
surface of magnetic tape, or driving an amplifier and speaker system.
Digital audio is fundamentally different as a sound storage and manipulation medium.
Instead of the fluctuating microphone voltage controlling a continuously variable
physical property such as magnetic flux, the voltage is instead measured and assigned
discrete numerical values at regular points in time, which are then written
in order to a digital audio file. The device which does the measuring is called an
Analogue to Digital Converter (ADC). For playback, this process is reversed
by a Digital to Analogue Converter (DAC) to return the sound to a fluctuating
voltage in the analogue domain. In between, the audio file may be manipulated using
software such as some kind of Digital Audio Workstation (DAW).

Pre-amp

Phase
1. Phase Shift
2. Comb filtering
3. 3-to-1 rule

ADC

Digital Audio
Workstation (DAW)

Stereophony
1. Perception
2. Stereo microphone techniques
3. Binaural recording
The Digital World
1. Basic signal flow
2. Sample rate
3. Bit depth
4. Decibels
5. Clipping, Noise, Dynamic Range
and Signal-to-Noise Ratio
Practical Tips
Glossary
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Digital File

DAC

Digital File

How ADCs, DACs and largely DAWs work is not necessarily useful knowledge for most practical
applications.
However there are two user-defined properties of the digital measuring process, and digital
audio in general, which are useful to know about. They are:
1. Sample Rate
2. Bit Depth
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The Digital World
2. Sample Rate

The Digital World
3. Bit Depth

The sample rate of a digital recording process defines how often the voltage of the analogue
waveform will be measured. Each measurement of the waveform’s amplitude is called a sample.
The higher the frequency of the analogue waveform, the faster the ADC must take a sample in
order to capture it faithfully. In fact, it turns out that the sample rate must be at least twice
the audio frequency in question. So, the higher the sample rate, the higher the audio
frequency that can be digitally represented.

When an audio sample is taken, a measurement of the analogue voltage is made and assigned
a fixed value. But what range of values are available to be assigned to the sample? The answer
to this for any particular digital recording process or file is called the bit depth, and this
corresponds to how finely we can measure the amplitude of the analogue waveform - or what
is called dynamic resolution.

Below is a screenshot from a DAW showing the same audio file represented by 3 different
sampling rates, 8 kHz, 22.5 kHz and 44.1 kHz. High frequency ripples can be clearly seen
emerging in the waveform as the sample rates increases.

In computing, values are represented by binary digits, or bits for short. Each bit can have the
value of either 0 or 1. Therefore, if we took audio samples using only one bit, we could only
assign each sample measurement one of those two values. If we increase the number of bits in
our system to two, we now have four values available (00, 01, 10, 11). In fact, as further bits
are added, the number of values available increases to 2n, where n is the number of bits. So for
an 8-bit system for example, we have 28 = 256 values ranging from 0 - 255, which you may be
familiar with through dealing with 8-bit images.
The below screenshot shows the same audio file at bit depths of 1, 2, 4, 8 and 16 bits. As the
number of values available to describe the sample increases with the bit depth, the detail of the
waveform’s amplitude emerges.

The frequency range of human hearing is often stated to extend to about 20 kHz. In theory
then, a sample rate of 40 kHz would capture all the frequencies we are able to hear. However,
for various technical and historical reasons, there have been a number of actual sample rates in
use.
8kHz - Telephone
16kHz - Telephone
32 kHz - MiniDV video tape
44.1 kHz - CD audio
48 kHz - Standard pro video
88.2 kHz - Pro recorders for CD
96 kHz - Pro recorders, DVD, Blu Ray
192 kHz - Pro recorders, DVD, Blu Ray

It is recommeded to record and export in 24-bit when possible, unless the medium requires a
lower value. There have been a number of bit depths in use historically:

The evidence for the need to use sample rates > 48 kHz is controversial and quite use-specific
(there are reasonable arguments for 96 kHz for example, in certain contexts). If in doubt, and
for ease of integration with video applications, 48 kHz is the standard to stick with.
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8 - Early computer audio
11 - Some broadcasting
16 - CD audio
20 - DVD, some recorders
24 - Pro recorders, DVD, Blu Ray
32 - DAW processing
64 - DAW processing
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The Digital World
4. Decibels

The Digital World
4. Decibels

Whether we are working with analogue audio in the realm of fluctuating voltages, or with a
digital stream of sample values at a particular resolution, we need to have a way to accurately
and unambiguously deal with what is informally called volume, loudness or level.

dBu vs dBFS

As with frequency, the human perception of sound volume is non-linear and wide ranging. To
deal with this, and standardise audio measurement and manipulation, the decibel (dB) is
used, regardless of whether we are talking about analogue or digital signals, or doing something
like taking direct pressure measurements of the air to find out how loud a sound is.
A decibel is a ratio comparing one physical quantity with another, and in principle can be applied
to anything. The quantity against which a comparison is made is called the reference quantity,
which is always written as 0dB. There are different types of dB, each defined by the reference
quantity used and denoted by a suffix. For example dB SPL measures sound pressure, and
the reference at 0dB SPL is 20 μPa (micropascals), which is somewhat arbitrarily defined as the
quietest sound a human can hear. dB SPL is what’s often meant when people talk about decibels
in terms of a sound’s volume, without specifying which type.

For analogue audio, we measure signal level changes mostly using dBu. Since the audio in
analogue equipment is represented by a fluctuating voltage, the 0dBu reference is a fixed voltage
(about 0.775 V).
For digital audio, we measure signal level changes using dBFS (the FS stands for ‘full scale’).
Since digital audio is represented by audio samples at a particular resolution or bit depth, the
0dBFS reference is the largest value available according to the bit depth in use. This is why the
numbered scales on digital equipment and software often have 0 dBFS at the top of the level
meter, with everything below that as a negative number.
One reason dBs are useful is that it makes it easier to calculate cumulative changes in a quantity
that goes through different processes and equipment. Regardless of any absolute values, and
even across different types of dB, we can increase or decrease the quantity by a certain number
of dBs and get the same result. We can also easily calculate the overall dB change from input to
output by adding or subtracting the individual changes.

Sheet1
Sound
Eardrum perforation
Jet Aircraft 25m
Jet Aircraft 50m
Threshold of pain
Threshold of discomfort
Chainsaw 1m
Rock Concert
Truck 10m
Busy Road 5m
Restaurant
Conversation 1m
Average home
Quiet Library
Quiet Bedroom at night
TV studio
Rustling leaves in the distance
Threshold of Hearing

dB SPL Intensity factor
160
150
140
130
120
110
100
90
80
70
60
50
40
30
20
10
0

10,000,000,000,000,000
1,000,000,000,000,000
100,000,000,000,000
10,000,000,000,000
1,000,000,000,000
100,000,000,000
10,000,000,000
1,000,000,000
100,000,000
10,000,000
1,000,000
100,000
10,000
1000
100
10
1

Exposure before hearing damage
00:00:01
00:00:07
00:00:28
00:01:53
00:07:30
00:30:00
02:00:00
08:00:00
> 16:00:00

The above table shows approximate dB SPL values for a range of sounds. The intensity
factor demonstrates one reason for using decibels: our hearing sensitivity is approximately
logarithmic (a type of non-linear mathematical function) and it is cumbersome to express
volume differences in terms of linear intensity. Decibels simplify this operation.
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Here are two fader movements which increase a signal level
by about +3dB. These processes are equivalent, despite the
left being on an analogue mixing desk with a dB scale in dBu,
and the right on a virtual fader in a DAW with the dB scale
in dBFS. If the processes were chained together, the resulting
level change would simply add, to about +6db.

41

The Digital World
5. Clipping, Noise and Dynamic Range

Clipping
The clipping point of an audio device is the maximum level it can reproduce without
distortion. When an audio signal is input to a device at a level greater than the maximum

Noise
Noise is defined here as unwanted sound, against which we must maximise the sound that we
do want.

All analogue audio devices (microphones, preamps, amplifiers, effects units, etc.) exhibit
noise. This can be in the form of random electron motion (self noise) or electromagnetic
interference. In the digital realm, noise is an unavoidable byproduct of what is called
quantisation error.

0 dBFS

The total level of noise exhibited by a system is
called its noise floor. As a signal approaches
the noise floor, the noise becomes audible and the
signal itself begins to be subsumed by it, until it
is eventually masked completely. Therefore, the
noise floor represents the lower limit of recordable
signal levels. A top quality analogue system will
have a noise floor around -100 dBu below 0 dBu,
which is >-120 dBu below 0the typical clipping
point. Today, digital systems offer a similar level of
performance in practice, although the theoretical
noise floor of a 24-bit recording is -144 dB below
the clipping point.

16,777,215
clipping point

Analogue devices will clip at a level
defined by their circuitry, usually >
+20dBu. Digital audio clips at 0dBFS.
24-bit digital waveform

0 dBu

A transient peak

0

42

Signal peaks can sometimes rise and
fall very fast, perhaps even passing
unnoticed depending on the meter
being used to monitor the signal
level. This type of peak is called a
transient. Clipping will occur
on transients first, before the main
body of the audio, to the extent that
occasionally the resulting distortion
is not always obvious. Often,
however, we can hear that some
degradation is happening without
necessarily being able to pinpoint
exactly where it is coming from.

+24 dBu

0 dBFS

0 dBu

24-bit digital waveform

+24 dBu

Analogue device

0 dBFS

clipping point

0 dBFS

Analogue device

255

8-bit digital waveform

that device or process can handle, the peaks of the waveform will be cut off, and the resulting
audible distortion is called clipping. The image below shows what this looks like in a DAW.

8-bit digital waveform

5

The Digital World
5. Clipping, Noise and Dynamic Range

-100 dBu
The image above shows the noise floor of a
portable recorder at around -90 dBFS. Click the
image to listen to what it sounds like.
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noise floor

-144 dBFS

The Digital World
5. Clipping, Noise and Dynamic Range

The Digital World
5. Clipping, Noise, Dynamic Range and Signal-to-Noise Ratio
Signal to Noise Ratio and Recording Levels

Dynamic Range

So we have clipping on the one hand at the upper level limit, and noise on the other at the lower
limit. The difference between these two levels is called the dynamic range. Every aspect of
the audio signal chain (microphone, preamp, ADC, DAC, and the digital audio file itself) will
have its own dynamic range value, within which must fit the audio signal that we want to record.
Even when equipment is high quality and has very little noise, the recording environment may
also contain a significant noise level (unwanted ambient or environmental sound). In fact, this is
normally the greatest problem in terms of noise when making recordings.

0 dBFS

The Zoom H4N
portable recorder

-144 dBFS
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0 dB

Headroom

- 10 dB
Signal peaks

- 20 dB
average

Signal

- 60 dB

-144 dB

Ambient noise

-114 dB

H4N Recorder
Self-noise

-91 dB

Typical audio
interface noise

H4N Self-noise

-91 dBFS

In analogue equipment, the 0dBu
mark is used as a guide to set the
average level of a signal. However,
we saw earlier that the clipping point
of analogue equipment is usually >20
dBu above 0dBu. This safety region
between 0dBu and the clipping point
is called headroom. In the digital
world, there is no equivalent of the
0dB operating level - rather 0dBFS
is the maximum allowable signal (the
clipping point). Therefore, it is good
practice to allow for some headroom
when setting recording levels on a
digital device. If we set the average
recording level to around -20 dBFS,
with signal peaks perhaps getting
to -10 dBFS, we thereby mimic
the operating procedure built in to
analogue devices as standard. Not
only does this allow for transparent
recording of transient peaks, but also
it allows a safety margin if the sound to
be recorded unexpectedly increases
in volume for whatever reason.

24-bit file

Ambient office noise

-50 dBFS

The diagram on the right shows these relative
noise levels against the dynamic range of a
24-bit audio file.

Noise is simply any unwanted signal, and we saw earlier that ambient noise within the recording
environment is often the weak link in the chain, compared with the noise floor of the recording
device or digital file. If the desired signal is weak, increasing the gain will increase the level of
that signal, but also the level of the noise: all things being equal, the noise will always be at
the same relative level. The only way to increase the signal relative to the noise (i.e. improve
the signal-to-noise ratio) is to change the recording conditions: move the microphone closer
to the source, use a more directional microphone, use acoustic baffling, change the recording
environment, etc. This recalls the advice given in the section on reverberation.
In this way the recording level can be set optimally to avoid clipping without having to worry
about noise levels.

24-bit file

For example, the Zoom H4N recorder has
a dynamic range of about 91dB, which is not
that great by current standards, and likely
due to the self noise of the microphone
capsule. However, making a recording
with this device in an office with noisy air
conditioning, (with the minimum gain
applied to the H4N preamps) could result
in an ambient noise level of about -50dBFS.
This means that, in this context at least, the
self noise of the H4N (and the noise of the
digital file) is irrelevant to the noise of the
recording scenario as a whole. Recording
in very quiet environments could of course
pose more of a challenge to this device.

The problem to overcome then is that we need our audio recording - the desired signal - to be
far enough above the noise floor so the noise is not heard. The relative strength of the signal
compared to the noise is called the signal-to-noise ratio (SNR).

Above is a diagram summarising good practice
for recording levels, compared to a number of
typical noise sources. The headrooom is normally
removed during the volume maximisation part of
a post-production workflow.
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Practical Tips
Introduction
1. This guide
2. What is Sound?
3. Talking about sound
4. Sound for a Physicist
Visualising Fundamentals
1. Wavelength and Speed
2. Graphing
3. Amplitude, Frequency and Phase
4. Listening
5. Superposition and Interference
Frequency
1. Human Perception
2. Obstacles
3. Distance

Record wav or aiff files (audio file types which are not data compressed)
Record in 48kHz / 24-bit
Set recording levels to average at -20 dBFS, peaking at -10 dBFS
Observe the 3-to-1 rule when using multiple microphones/recording near reflective surfaces

Enclosed Spaces
1. Reverberation
2. Intelligibility
3. Room Modes

Rule of thumb: doubling the distance from the sound source halves it’s perceived

Phase
1. Phase Shift
2. Comb filtering
3. 3-to-1 rule

Avoid recording in the centre, by walls, or in the corners of a room unless using a

Stereophony
1. Perception
2. Stereo microphone techniques
3. Binaural recording

volume

Avoid recording near reflective surfaces unless using a boundary technique

boundary technique

Follow the stereophonic recording technique guidelines
Minimise noise (electronic or ambient) at the recording stage, not afterwards
Use a microphone shockmount
Use a microphone windshield

The Digital World
1. Basic signal flow
2. Sample rate
3. Bit depth
4. Decibels
5. Clipping, Noise, Dynamic Range
and Signal-to-Noise Ratio
Practical Tips
Glossary
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dB SPL

Glossary

Decibel Sound Pressure Level. A measurement of sound pressure relative to the quietest
humanly perceptible sound. 0dBSPL = 20 μPa

A/B

A stereo recording technique using two omnidirectional microphones mounted with capsules at
least 40cm apart (non-coincident)

Absorption

The extent to which a material will take up a sound’s energy

ADC

See Analogue to Digital Converter

dBFS

Decibel relative to Full Scale. A unit of amplitude measurement used in digital audio systems.
0DBFS = the maximum possible level according to the system’s bit depth

dBu

Decibel Unit. A measurement of voltage amplitude used by analogue audio equipment. 0DBu =
0.7746V

Decibel

Air Pressure

The pressure at a point within the atmosphere of the earth, approximated by the weight of air
above that point

Amplifier

Normally used to denote a power amplifier, an electronic device used to increase an audio signal
to a level powerful enough to drive a loudspeaker or set of headphones

Amplitude

The magnitude of a signal. Unit of measurement depends on the signal being measured, but in
audio is often expressed as some kind of decibel (dB)

Analogue to Digital Converter

A device that converts an analogue signal into a digital signal

Antinode

The point of maximum amplitude in a standing wave

Attenuation

A logarithmic ratio used to express the value of a quantity relative to some reference value.
Abbreviated to dB. See dBFS, dBu, dB SPL

Digital Audio Workstation

A device or piece of software used to record, edit, manipulate and produce digital audio files for
a variety of audio production tasks and formats

Digital to Analogue Converter

A device that converts an digital signal into a analogue signal

Discrete numerical value

A value from a range made up of distinct individual values, as opposed to something that is a
continuously variable

Distortion

Any change in shape of an audio signal. If an audio signal changes from input to output of a
device, the device is said to distort the signal

The amount of loss of intensity of a physical property, such as voltage or sound pressure

Dummy Head

A recording made using two microphones placed in or at each ear of either a real or dummy
head, resulting in realistic 3D sonic depth when played back on headphones

Dynamic Range

Binaural Recording
Bit Depth

The resolution of an audio sample. Corresponds to the range of values available to be used to
represent the amplitude of an analogue signal at any particular instant

Bleed

Sound picked up by a microphone from a source other than that intended, normally in the
context of multi-microphone recordings. Also called ‘spill’

Clipping

A form of distortion that occurs when an audio signal exceeds the maximum level an audio
system is capable of producing.

Comb Filtering

An alternating pattern of constructive and destructive interference of a sound caused by
combining the sound with a delayed version of itself. The pattern of notches created has the
appearance of a comb, and can cause obvious changes in a sound’s tonality.

Critical Distance

The distance from a sound source at which the direct sound is equal in amplitude to its
reverberation

DAC

See Digital to Analogue Converter

A fake head used between two microphones to simulate the acoustic shadowing properties of a
real human head. Can be with or without fake ears
The ratio between the largest and smallest values of a quantity. In audio, this would be the
difference between the maximum possible amplitude of a signal and the noise floor of the system
being used, expressed in decibels

Dynamic Resolution

The bit depth of a digital audio stream or file

Electromagnetic Interference

An electronic disturbance cause by external electromagnetic sources such as power lines, radio
broadcasts or cosmic radiation

Frequency

How often a wave cycle repeats itself in one second. Measured in Hertz (Hz)

Fundamental

The lowest frequency of a musical note or sound. In reference to room modes, the lowest
frequency mode

Gain

A measure of amplification of a signal, expressed in decibels

Headroom

The difference between the maximum possible signal level in a system and the operating level,
used as a safety margin to cleanly reproduce transient audio

Hertz

DAW

The unit used when measuring frequency, abbreviated to Hz. 1 Hz = 1 cycle per second

See Digital Audio Workstation

dB

See Decibel
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Interference

A change in a wave caused by superposition with another wave, normally of equal amplitude
and frequency. Can be constructive or destructive depending on the phase relationship between
the two superposing waves

Jecklin Disk

A sound absorbing disk used between two microphones used to increase the stereo depth of a
recording

kHz

1000 hertz

Pitch

The perceptual quality which makes it possible to judge sounds as being higher or lower in a
musical sense. Quantified as frequency

Polar Pattern

A diagram describing how sensitive a microphone is to sounds arriving from different directions.
Common patterns include cardioid (most sensitive on-axis and to the microphone’s front),
omni-directional and figure-8 (on axis front and back)

Preamp

Abbreviation of preamplifier. An electronic device used to increase the level of a weak signal
before further processing or power amplification

Linearity

If the relationship between two physical quantities can be graphically represented with a
straight line, then that relationship is said to be linear. If the line is curved in any way, then the
relationship is non-linear.

Logarithm

A type of mathematical operation, often used to quantify relative as opposed to absolute
differences between values. Used to compute the decibel

Mono

Monaural or monophonic. A sound perceived to be coming from a single location, or without
stereo information in the form of sonic difference between channels. Single channel audio

Node

The point of minimum amplitude in a standing wave

Pressure

The force applied to a surface divided by the area over which it is applied

Pressure Wave

A longitudinal oscillation of pressure in a medium, giving rise to alternating compressions and
rarefactions along the axis of movement

Quantisation

The process of mapping a large value set to a smaller countable value set. Often, as with the
digitisation of audio, the larger set is continuously variable (analogue voltage signal) and the
smaller set is discrete (individual samples with a fixed value at a particular resolution)

Quantisation Error

Noise

The difference between the real value of a continuous physical quantity (such as an audio voltage
signal) at a point in time and the value of its quantised sample

Noise Floor

The frequency emphasised through standing waves in a space or object, determined by their
physical dimensions

Unwanted sound, for example occurring due to random thermal motion of electrons,
electromagnetic interference or the inherent limits of digital quantisation

Resonant Frequency

The sum of all noise within a system

Reverberation

Octave

The interval between a particular pitch and another which is either twice or half the frequency
of the original

ORTF

A stereo recording technique using two cardioid microphones mounted with capsules at least
17cm apart (near coincident) at an angle of 110°

Oscilloscope

The phenomenon of a sound continuing to be heard after it has been produced, due to delayed
reflections from surfaces and objects

Room Modes

The resonant frequencies of an enclosed space, caused by standing waves and mainly dependent
on the space’s dimensions and shape. Normally occuring below about 300 Hz

Sample

The value of the amplitude of an analogue signal measured at a particular point in time

An instrument used to display constantly varying signal voltages over time

Panning

The operation of changing the apparent location of a sound in a stereo or multi-speaker playback
system by varying the intensity of sound played through each speaker. Panning is done with
either a physical or virtual pan pot (short for panoramic potentiometer).

Period

The time taken for one complete wave cycle

Sample Rate

The number of samples per second in a digital audio file or signal, typically ranging from 8kHz
to 192kHz, with a standard rate of 48kHz for pro equipment

Schneider Disk

A sound absorbing disk like the Jecklin Disk, but with an added spherical mass

Self-noise

The output level of a microphone in the absence of sound, due to random thermal motion and
heard as broad spectrum noise

Phantom Centre

The phenomenon of a sound appearing to originate from a location between two or more
sound emitters such as loudspeakers

Signal-to-Noise Ratio

The position of a point in time on a wave cycle. Measured in degrees (°)

The ratio between the maximum amplitude of a particular signal and the system’s noise floor.
Similar to dynamic range, except the maximum amplitude refers to a signal of arbitrary level,
rather than the maximum possible in a system

The difference in phase between two or more waves of the same frequency. Also called phase
difference

A smooth oscillation named after the mathematical sine function. The simplest form of sound,
a pure tone, has all the properties of a sine wave when graphed

Phase

Phase Offset

Sine Wave
SNR

Signal-to-Noise Ratio
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Spectrum Analyser

Ackowledgments

A device or piece of software that measures the amplitude against frequency for the entire
frequency range of either the sound source being measured, or often the 20 Hz to 20 kHz band,
which encompasses the range of human hearing
How fast sound travels through a medium – approximately 343 m/s in air, 1484 m/s in water

This guide was produced in 2017 as part of the FARAFIELD audio field recording project at
the Slade School of Fine Art, UCL, which in turn was made possible by a grant from the UCL
Changemakers intiative, which supports students and staff working in partnership with each
other on educational enhancement projects.

A wave in which each point along it’s axis has a constant amplitude. This is the phenomenon
behind the sonic resonance of a space or object

FARAFIELD is a collaborative audio project aiming to investigate, experiment with and challenge
traditional models of field recording, and to explore what it means to exhibit sound.

Stereophonic. A method of sound reproduction aiming to reproduce multi-directional sound
using two speakers

This PDF may be shared freely, without any commercial gain, in this complete and original form.

Speed of Sound
Standing Wave
Stereo

Stereo Imaging

The aspect of localisation of sounds in 3D space by a stereo recording or reproduction system

Superposition

The principle that the combined result of two waves overlapping each other is the sum of each
wave individually

Timbre

The quality of tone of a musical note or sound, enabling a listener to identify how it was
produced, by what instrument or sonic event. Timbre is determined by properties of the sound
such as frequency content and volume envelope

Transient

A short-lived peak in amplitude of an audio signal

Farafield Project Committee:
Daniel Brathwaite-Shirley
Sarah Hill
Shenece Liburd
Michael Pavel Putley
Grace Wielebinski
Patrick White

www.ucl.ac.uk/slade
www.ucl.ac.uk/slade/farafield

Voltage

The difference in electrical potential energy between one point and another. Measured in Volts
(v). Analogue audio signals are in the form of a voltage that fluctuates proportionally to the
sound pressure

Wavelength

The distance over which a wave’s shape repeats - crest to crest, for example

X/Y

A stereo recording technique using two cardioid microphones mounted with capsules directly
above one another (coincident) at an angle of 90 – 120°

SLADE SCHOOL OF FINE ART
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