Decomposing changes in income risk using consumption data

RICHARD BLUNDELL
University College London and Institute for Fiscal Studies

HAMISH LOW
University of Cambridge and Institute for Fiscal Studies

IAN PRESTON
University College London and Institute for Fiscal Studies

We develop a new approach to the decomposition of income risk within a nonstationary model of intertemporal choice. The approach allows for changes in income risk over the life cycle and across the business cycle, allowing for mixtures of persistent and transitory components in the dynamic process for income. We focus on what can be learned from repeated cross-section data alone. Evidence from a stochastic simulation of consumption choices in a nonstationarity environment is used to show the robustness of the method for decomposing income risk. The approach is used to investigate the changes in income risk in Britain across the inequality growth period from the late 1970s to the late 1990s. We document peaks in the variance of permanent shocks at the time of recessions.

Keywords. Income risk, consumption, nonstationarity, inequality.

JEL classification. C30, D52, D91.

1. Introduction

Over time, consumers face changing profiles of income risk. They have to make their decisions about how much to spend and how much to save in a stochastic environment where the amount of risk is evolving over time. Some periods will be characterized by uncertainty over family income, where shocks will permanently shift expected incomes, whereas, in other periods, uncertainty will reflect shorter term less persistent variation. Either kind of income risk will result in a rise in the inequality of income across consumers, but the different types of shocks will have very different implications for consumption behavior and these differences can be used to identify the evolution of different sorts of risk. The main objective of this paper is to use the joint distribution of income and consumption together with a model of intertemporal consumption choice and stochastic volatility to estimate the changing nature of income risk.

Richard Blundell: r.blundell@ucl.ac.uk
Hamish Low: hamish.low@econ.cam.ac.uk
Ian Preston: i.preston@ucl.ac.uk

We would like to thank the co-editor and anonymous referees for many helpful comments. This research is part of the program of research of the ESRC Centre for the Microeconomic Analysis of Public Policy at IFS.

Copyright © 2013 Richard Blundell, Hamish Low, and Ian Preston. Licensed under the Creative Commons Attribution-NonCommercial License 3.0. Available at http://www.qeconomics.org.
DOI: 10.3982/QE44
We draw on two separate literatures. First is the analysis of the distribution of permanent and transitory shocks to income and how this has changed over time; see Moffitt and Gottschalk (2002). Second is the analysis of consumption inequality within an intertemporal choice setting; see Deaton and Paxson (1994). We make three key contributions to these literatures. First, we provide a general setting to identify persistent and transitory income uncertainty, the evolution of uncertainty over time, and the transmission of income shocks into consumption. Our approach to estimation is based on a new approximation to the optimal consumption growth rule in an environment where the variance of shocks is itself stochastic. Allowing the variance to be stochastic means that the observation that the variance changes over time is consistent with the model of consumer behavior. We generalize the approach of Blundell and Preston (1998) by allowing for a general autoregressive income process that includes as a special case, the permanent–transitory shock decomposition, and by being explicit about the approximation error. Second, using simulations of alternative environments and preferences, we characterize when the estimation procedure works well and when it does not. We show it to be particularly accurate when the income process can be represented by a permanent–transitory model with time varying variances, regardless of preference parameters. Perhaps unsurprisingly the method works less well when liquidity constraints are important, but even there, changes in uncertainty are clearly picked up. Third, we use our method on data from Britain to uncover different patterns of income persistence and consumption inequality over the business cycles of the 1980s and the 1990s, for different birth cohorts. We find that there was a distinct peak in the variance of permanent shocks coincident with the U.K. economy emerging from each recession.

In addition to identifying the variances of the persistent and transitory components of income shocks, our method identifies the transmission parameter from income shocks into consumption. If the persistent shock were to follow a unit root process, then under quadratic preferences, for example, with no external sources of insurance, the transmission parameter would be unity. With preferences that lead to precautionary saving, a household would build up a stock of assets, making it possible to cushion consumption against permanent shocks and reducing this parameter below unity. Other means of insurance such as within-family transfers could reduce the value further (and complete insurance markets would reduce it to zero). Blundell, Pistaferri, and Preston (2008) estimated values for the United States that differ for households of different types, but typically lie between 0.6 and 0.8. In general, the difference from unity is a measure of “partial insurance” that comprises both self-insurance through precautionary saving and all other mechanisms such as family insurance. The advantage of using consumption choices to identify this transmission parameter is that we can remain agnostic about the source of partial insurance.

When the persistent process has an autoregressive (AR(1)) coefficient less than a unit root, then, as discussed in Kaplan and Violante (2010), the transmission parameter can also be less than unity. In such a case, we derive conditions under which the availability of time paths for the joint moments of income and consumption allow both the partial

---

1This case is discussed at length in Blundell and Preston (1998).
insurance parameter and the AR(1) coefficient for the persistent process to be identified from repeated cross-section data. The simulation results show that the accuracy of the estimates of the variances of the persistent and transitory components of income shocks declines as the AR coefficient decreases from unity.

An important by-product of this paper is to show the value of using repeated cross-section data on income and consumption when longitudinal information in unavailable. Panel data surveys on consumption and income are limited. This means panel data are not able to identify the insurance against those risks. In Blundell, Pistaferri, and Preston (2008), this was achieved for the United States by imputing consumption data into the Panel Study of Income Dynamics (PSID), and we compare our estimates of the transmission parameter and of the permanent variance to their estimates. However, repeated cross-section household expenditure surveys that contain measurements on both consumption and income in the same survey are commonly available in many economies and over long periods of time. For example, the data we use in our empirical application are from the Family Expenditure Survey (FES) in Britain, which has been available on a consistent annual basis since the late 1960s (see Blundell and Preston (1995)). In the United States, the Consumer Expenditure Survey has been available since 1980 (see Cutler and Katz (1992) and Johnson, Smeeding, and Torrey (2005)) and there are many other examples from other countries. Of course, the availability of panel data on consumption and income would allow the identification of richer income processes as well as the identification of additional transmission or “insurance” parameters.

The layout of the rest of the paper is as follows. In Section 2, we derive the approximations that link consumption inequality to income risk and that underlie our methodology. The usefulness of having consumption and income data in the same survey is explored in detail. The methodology allows for mixtures of persistent and transitory income processes, and does not require the persistent process to follow a unit root. The presence of a unit root can be tested using the method. On the other hand, if a unit root component is assumed when the correct specification is an AR(1), the model is likely to overpredict the level of insurance to income shocks. The income process considered in this section is more general than that considered in papers such as Blundell and Preston (1998) and Blundell, Pistaferri, and Preston (2008), but the section is also novel in deriving the order of approximation error involved. Section 3 develops an approach for idiosyncratic trends in consumption and income, and also discusses the robustness of our approximation to liquidity constraints and heterogeneity in discount rates. Section 4 describes the nonstationary environment we simulate and reports the results of our Monte Carlo experiments.

In Section 5, we present new estimates of the decomposition of income risk for Britain from the recession and inequality growth episodes of the 1980s and early 1990s. For the British data, a mixture of a transitory and a permanent (unit root) component,

---

2Since 1997, the PSID has collected more consumption information, but the survey is only every second year.

3There are, of course, limitations associated with the use of cross-section evidence alone. These are laid out clearly in what follows. For example, we assume that the cross-section covariance of shocks in any period with income in the previous period is zero.
with changing variances for each, is found to provide a good representation of the data. The results suggest a peak in the variance of permanent risk in each recession with a continuously growing variance for transitory risk over the period. An estimated transmission parameter for permanent income shocks on consumption of around 0.8 accords well with the self-insurance model with constant relative risk aversion (CRRA) preferences. Section 6 concludes.

2. The evolution of income and consumption variances

2.1 The income process

Consider an individual $i$ living for $T$ periods. Until retirement at age $R$ he works fixed hours to earn an income, which evolves stochastically according to a process with a permanent–transitory decomposition. Specifically, suppose log income in period $t$ can be written

$$\ln y_{it} = \ln Y_{it} + \omega_t + u_{it} + V_{it}, \quad t = 1, \ldots, R - 1,$$

where $Y_{it}$ represents a nonstochastic component of income, $\omega_t$ is a stochastic term common to the members of the cohort, $u_{it}$ is an idiosyncratic transitory shock in period $t$, and $V_{it}$ evolves according to a process

$$V_{it} = \rho V_{it-1} + v_{it},$$

where $v_{it}$ is an idiosyncratic persistent shock and $\rho$ captures the persistence of the shock. The nonstochastic part of income contains a common deterministic trend $\eta_t$:

$$\Delta \ln Y_{it} = \eta_t.$$

The final $T - R + 1$ periods of life are spent in mandatory retirement with no labor income.

The process for income can, therefore, be written

$$\Delta \ln y_{it} = \rho \Delta \ln y_{it-1} + [\eta_t - \rho \eta_{t-1}] + \Delta[\omega_t - \rho \omega_{t-1}]$$

$$+ \Delta v_{it} + \Delta[u_{it} - \rho u_{it-1}],$$

which simplifies to

$$\Delta \ln y_{it} = \eta_t + \Delta \omega_t + v_{it} + u_{it}$$

if $\rho = 1$.

We let $\nu_{it} = (v_{it}, u_{it}, \omega_t - E_{t-1} \omega_t)'$ denote the vector of shocks in period $t$ and let $\nu_i' = (v_{i1}', v_{i2}', \ldots, v_{is}')'$ denote the stacked vector of idiosyncratic income shocks from period $t$ to $s$.

---

4In Section 3, we consider extending analysis to the case where this income trend is individual specific and we show how the approximation can be used in the presence of this heterogeneity in income growth.
We assume the idiosyncratic shocks $u_{it}$ and $v_{it}$ are orthogonal and unpredictable given prior information so that
\[ E(u_{it}|v_{it}, v_{i,t-1}, Y_{t0}) = E(v_{it}|u_{it}, v_{i,t-1}, Y_{t0}) = 0. \]
We make no assumptions about the time series properties of the common shocks $\omega_t$. Setting $\rho$ to 1 gives the popular specification with a transitory and permanent shock.\(^6\)

We assume the variances of each of the shocks, $v$ and $u$, are the same across individuals in a given cohort and year. These variances are not assumed to be constant over time and are allowed to evolve stochastically for each cohort. Define $\text{Var}(u_t)$ to be the cross-section variance of transitory shocks in period $t$ for a particular cohort and define $\text{Var}(v_t)$ to be the corresponding variance of persistent shocks. These are the idiosyncratic components of persistent and transitory risk facing individuals.

Assuming the cross-sectional covariances of the shocks with previous periods’ incomes to be zero, then the variance of income follows a second-order difference process
\[
\Delta[\text{Var}(\ln y_t) - \rho^2 \text{Var}(\ln y_{t-1})] = \Delta \text{Var}(v_t) + \Delta[\text{Var}(u_t) - \rho^2 \text{Var}(u_{t-1})].
\]
In the case that $\rho = 1$, this expression is a first-order process
\[
\Delta \text{Var}(\ln y_t) = \text{Var}(v_t) + \Delta \text{Var}(u_t).
\]
Permanent risk ($\text{Var}(v_t)$) or growth in transitory uncertainty ($\Delta \text{Var}(u_t)$) both result in growth of income inequality. Observing the cross-section distribution of income cannot, on its own, distinguish these.

### 2.2 Consumption choice

Consumption and income are linked through the intertemporal budget constraint
\[
\sum_{s=0}^{T-t} \frac{c_{it+s}}{(1+r)^s} + \frac{A_{it}}{(1+r)^{T-t}} = \sum_{s=0}^{R-t-1} \frac{y_{it+s}}{(1+r)^s} + A_{it},
\]
where $c_{it}$ denotes consumption in period $t$, $A_{it}$ denotes assets at the beginning of period $t$, and $r$ denotes a real interest rate, assumed for simplicity to be constant. The terminal condition that $A_{iT+1} = 0$ implies that individuals will not borrow more than the discounted sum of the greatest lower bounds on income that they will receive in each remaining period.

Suppose the household plans at age $t$ to maximize expected remaining lifetime utility
\[
E_t \left[ \sum_{\tau=0}^{T-t} \frac{U(c_{it+\tau})}{\delta_{i+\tau}} \right],
\]
\(^5\)The lack of specificity about the time series properties of $\omega_t$ means we should refrain from thinking of it as specifically permanent or transitory in nature.
where $\delta_{t+\tau}$, $\tau = 0, 1, \ldots$, is a sequence of subjective discount factors, assumed for the moment to be common, and $U: \mathbb{R} \rightarrow \mathbb{R}$ is a concave, three times continuously differentiable utility function.

The solution to the consumer problem requires expected constancy of discounted marginal utility $\lambda_{it+\tau}$ across all future periods:

$$U'(c_{it+\tau}) = \lambda_{it+\tau},$$

$$E_t \lambda_{it+\tau} = \left( \frac{\delta_{t+\tau}}{\delta_t (1 + r)} \right)^\tau \lambda_{it}, \quad \tau = 0, 1, \ldots, T - t.$$ (5)

This is the familiar Euler condition for consumption over the life cycle (see Hall (1978), and Attanasio and Weber (1995), for example).

We show in the Appendix that

$$\Delta \ln c_{it} \simeq e_{it} + \Gamma_{it},$$ (6)

where $e_{it}$ is an innovation term, and $\Gamma_{it}$ is an anticipated gradient to the consumption path, reflecting precautionary saving, impatience, and intertemporal substitution.\footnote{The approximation is to $O(E_{t-1}|e_{it}|^2)$, where $O(x)$ denotes a term with the property that there exists a $K < \infty$ such that $|O(x)| < K|x| \cdot |O(x)| < K|x|$.}

If preferences are CRRA and there is a common discount rate, then the gradient term does not depend on $c_{it-1}$ and is common to all households; see the Appendix. In Section 3, we consider allowing $\Gamma_{it}$ to vary within a cohort. The anticipated gradient to the consumption path could vary across individuals because of heterogeneity in the discount rate or in the coefficient of relative risk aversion. We return in Section 3 to the issue of how well the approximation would deal with this heterogeneity.

Considering cross-sectional variation in consumption,

$$\Delta \text{Var}(\ln c_t) \simeq \text{Var}(e_t).$$

This has the implication that the growth of the consumption variance should always be positive,\footnote{Up to a term that is $O(E_{t-1}|e_{it}|^3)$.} as noted, for example, by Deaton and Paxson (1994).

### 2.3 Linking income and consumption shocks

The innovation $e_{it}$ is tied to the income shocks $\omega_{it}$, $u_{it}$, and $v_{it}$ through the lifetime budget constraint (3). We show in the Appendix that we can approximate the relation between these innovations through a formula

$$e_{it} \simeq \phi_{it} v_{it} + \psi_{it} u_{it} + \Omega_{t},$$ (7)

where $\Omega_{t}$ is a common shock, defined in the Appendix, and $\phi_{it}$ and $\psi_{it}$ are transmission parameters for the persistent and transitory shocks.\footnote{Up to a term that is $O(E_{t-1}|e_{it}|^3)$.}
Specifically,

\[
\phi_{it} = \pi_{it} \sum_{j=0}^{R-t-1} \alpha_{t+j} \rho^j,
\]

\[
\psi_{it} = \pi_{it} \alpha_t,
\]

where two additional parameters are introduced:

- \( \alpha_t \): an annuitization factor, common within a cohort.
- \( \pi_{it} \): a self-insurance factor that captures the significance of lifetime earned income as a component of total human and financial wealth.\(^9\)

To quantify the annuitization factor, we need information on the time horizon, the interest rate, and the expected wage growth. To quantify the self-insurance factor, we need to add information on current asset holdings and income levels. Precise definitions of these terms are given in the Appendix. Typically, the transmission of persistent shocks into consumption, \( \phi_{it} \), will be large relative to the transmission of transitory shocks, \( \psi_{it} \).

In particular, if we consider, for expositional purposes, the special case in which \( R \) and \( T \) go to infinity and in which \( e^{\eta t} - 1 = \eta < r \) is constant, then

\[
\phi_{it} = \frac{r - \eta}{1 + r - \rho(1 + \eta)} \pi_{it},
\]

\[
\psi_{it} = \frac{r - \eta}{1 + \rho} \pi_{it},
\]

If we take the case where the persistent shocks are permanent, \( \rho = 1 \), then, in this infinite horizon case, \( \phi_{it} = \pi_{it} \). If shocks are not permanent and \( \rho < 1 \), the value of \( \phi_{it} \) will be less than \( \pi_{it} \). Estimates of \( \phi_{it} \) will, therefore, overestimate the amount of actual insurance, \( \pi_{it} \), if \( \rho < 1 \). This is similar to the point in Kaplan and Violante (2010).

Let \( \phi_{i} \), \( \hat{\phi}_{i} \), \( \text{Var}_{i}(\phi_{i}) \), and \( \text{Var}_{i}(\psi_{i}) \) be the cross-section means and variances of \( \phi_{it} \) and \( \psi_{it} \). Since \( r \), \( \eta \), and \( \rho \) are common within cohorts, variation in \( \phi_{it} \) or in \( \psi_{it} \) comes only from variation in \( \pi \) across individuals. Any such variation arises due to differences in the expected amount of partial insurance across individuals. Differences in the expected amount of insurance will arise because of differences across individuals in initial asset holdings or, more generally, if different individuals have differential access to insurance mechanisms. This interpretation of the variation in \( \pi \) arises because the approximation is being taken around the path of consumption that would be realized if, in each period, the individual received the mean shock to income. If individuals all face the same income process and have the same level of initial assets, there will be no variation in this path and so no variation in \( \pi \).

The growth in the cross-section variance and covariances of income and consumption take the form indicated in the following theorem.

\(^9\)If there were other mechanisms for insurance against permanent shocks, such as through the family, these would need to be included in the definition of \( \pi_{it} \).
Theorem 1. Assuming an income process

\[ \Delta \ln y_{it} = \rho \Delta \ln y_{i,t-1} + [\eta_t - \rho \eta_{t-1}] + \Delta [\omega_t - \rho \omega_{t-1}] \]

\[ + \Delta v_{it} + \Delta [u_{it} - \rho u_{i,t-1}], \]

then

\[ \Delta \text{Var}(\ln y_t) = \rho^2 \Delta \text{Var}(\ln y_{t-1}) + \Delta \text{Var}(u_t) - \rho^2 \Delta \text{Var}(u_{t-1}) + \Delta \text{Var}(v_t), \]

\[ \Delta \text{Var}(c_t) = \left( \bar{\phi}_t^2 + \text{Var}(\phi_t) \right) \text{Var}(v_t) + \left( \bar{\psi}_t^2 + \text{Var}(\psi_t) \right) \text{Var}(u_t) \]

\[ + \text{Var}(\pi_t) \Omega_t^2 + 2 \text{Cov}(\pi_t, \ln c_0) \Omega_t \]

\[ + O(E_{t-1}\|\nu_{R-1}^t\|^3), \]

(9)

\[ \Delta \text{Cov}(\ln c_t, \ln y_t) = (\rho - 1) \text{Cov}(\ln c_{t-1}, \ln y_{t-1}) + \bar{\phi}_t \text{Var}(v_t) \]

\[ + \bar{\psi}_t \text{Var}(u_t) - \rho \hat{\psi}_{t-1} \text{Var}(u_{t-1}) \]

\[ + \text{Cov}(\pi_t, \ln y_0) \Omega_t - \rho \text{Cov}(\pi_{t-1}, \ln y_0) \Omega_{t-1} \]

\[ + O(E_{t-1}\|\nu_{R-1}^t\|^3). \]

(10)

See the Appendix for the proof.

Corollary 1. Assuming an income process \( \Delta \ln y_{it} = \eta_t + \Delta \omega_t + \Delta u_{it} + v_{it}, \) then

\[ \Delta \text{Var}(\ln y_t) = \text{Var}(v_t) + \Delta \text{Var}(u_t), \]

\[ \Delta \text{Var}(c_t) = \left( \bar{\phi}_t^2 + \text{Var}(\phi_t) \right) \text{Var}(v_t) + \left( \bar{\psi}_t^2 + \text{Var}(\psi_t) \right) \text{Var}(u_t) \]

\[ + \text{Var}(\pi_t) \Omega_t^2 + 2 \text{Cov}(\pi_t, c_{t-1}) \Omega_t + O(E_{t-1}\|\nu_{R-1}^t\|^3), \]

(10)

\[ \Delta \text{Cov}(\ln c_t, \ln y_t) = \bar{\phi}_t \text{Var}(v_t) + \Delta [\bar{\pi}_t \alpha_t \text{Var}(u_t)] \]

\[ + \Delta \left[ \text{Cov}(\phi_t, \ln y_0) \Omega_t \right] + O(E_{t-1}\|\nu_{R-1}^t\|^3). \]

From these expressions derived from the life-cycle model of consumption, we can identify approximately the growth in the transitory variance and the level of the permanent variances from the growth in consumption and income variances. The approximation used can take differing degrees of accuracy depending on the information available and assumptions made about \( \rho, \pi_{it}, \phi_{it}, \) and \( \alpha_t. \) The value of this theorem is that it clarifies assumptions required to justify simple approaches and how extra information could be used to improve on approximations as that extra information becomes available.

We consider three alternative scenarios.

1. Permanent shocks and no self-insurance. Particularly simple forms follow by allowing \( \rho \approx 1, \bar{\phi}_t \approx 1, \text{Var}(\pi_t) \approx 0, \) and \( \alpha_t \approx 0. \) More precisely, the assumption that \( \alpha_t \approx 0 \) is that \( \alpha_t \) in any particular period is negligible relative to its sum over the remaining periods. This implies there is a long horizon, and this in turn means \( \psi_{it} = 0 \) and transitory shocks will be smoothed completely. The assumption \( \bar{\phi}_t \approx 1 \) implies that there is,
average, no insurance against permanent shocks and that such shocks get transmitted into consumption one-for-one. The assumption that \( \text{Var}(\pi_t) \simeq 0 \) means there is no heterogeneity in the extent of self-insurance and so common shocks do not generate any variability in consumption. Together these assumptions lead equation (9) to simplify to

\[
\Delta \text{Var}(\ln y_t) = \text{Var}(v_t) + \Delta \text{Var}(u_t),
\]

\[
\Delta \text{Var}(\ln c_t) \simeq \text{Var}(v_t),
\]

(11)

\[
\Delta \text{Cov}(\ln c_t, \ln y_t) \simeq \phi_t \text{Var}(v_t)
\]

so that the within-cohort growth in the variance of consumption identifies the variance of permanent shocks. The difference between the growth in the within-cohort variances of income and consumption then identifies the growth in the variance of transitory shocks through the first equation in (11). The evolution of the covariance should follow that of the consumption variance and this provides one testable overidentifying restriction per period of the data. This approximation is analogous to Blundell and Preston (1998). The difference is that Blundell and Preston (1998) derived an exact relationship in levels using quadratic utility as opposed to the current paper, which derives an approximation in logs and assumes CRRA utility.

Violations in the assumptions made to generate this simple approximation will result in approximation error. For example, if there is some insurance against permanent shocks or if there is heterogeneity across individuals in the degree of this insurance, then this will generate an approximation error, and we assess how large this might be in Section 4.2.2.

2. Partial insurance. We can generalize this simplest approximation by relaxing the assumption that \( \phi_t \simeq 1 \). This means that there will be partial insurance against permanent shocks, and so the transmission of permanent shocks into consumption will be less than one-for-one. However, maintaining the assumption that \( \text{Var}(\pi_t) \simeq 0 \) means that there is no heterogeneity in initial assets and the expected amount of partial insurance is common across individuals of the same age. Keeping the other assumptions that \( \rho \simeq 1 \) and \( \alpha_t \simeq 0 \) implies

\[
\Delta \text{Var}(\ln y_t) = \text{Var}(v_t) + \Delta \text{Var}(u_t),
\]

\[
\Delta \text{Var}(\ln c_t) \simeq \phi_t^2 \text{Var}(v_t),
\]

(12)

\[
\Delta \text{Cov}(\ln c_t, \ln y_t) \simeq \phi_t \text{Var}(v_t)
\]

These formulae are likely to provide a significant improvement to the approximation if reasonable values for \( \phi_t \) can be used. Two possible sources could be considered:

- With extraneous information on assets and incomes, and assumptions about income growth, estimates of \( \phi_t \) could be calculated directly as the estimated fraction of human capital in total human and financial wealth
- Given the overidentification implied by availability of variance and covariance information on consumption and income, \( \phi_t \) could be estimated simultaneously with
the variances of the shocks by, say, minimum distance methods. In principle, sufficient
degrees of freedom exist to estimate $\bar{\phi}_t$ separately for each period; in practice, it would
make sense to impose some degree of smoothness on the path of $\bar{\phi}_t$ over time, for example, by estimating a suitable parametric time path, thereby retaining some degrees of freedom for testing.

Using the last two expressions in (12), the identification of $\bar{\phi}_t$ can be seen to come from
the ratio of the evolution of the variance of consumption to the evolution of the covariance:

$$
\bar{\phi}_t = \frac{\Delta \text{Var}(\ln c_t)}{\Delta \text{Cov}(\ln c_t, \ln y_t)}. \tag{13}
$$

3. Persistent shocks. If, in addition to allowing for self-insurance, we allow $\rho < 1$, then,
as in equation (9), the income variance and consumption–income covariance no longer obeys
simple difference equations. Maintaining the assumptions of no heterogeneity in
self-insurance ($\text{Var}(\pi_t) \simeq 0$) and a long horizon ($\alpha_t \simeq 0$), we have

$$
\begin{align*}
\Delta \text{Var}(\ln y_t) &= \rho^2 \Delta \text{Var}(\ln y_{t-1}) + \Delta \text{Var}(u_t) - \rho^2 \Delta \text{Var}(u_{t-1}) + \Delta \text{Var}(v_t), \\
\Delta \text{Var}(\ln c_t) &= \bar{\phi}_t^2 \text{Var}(v_t), \\
\Delta \text{Cov}(\ln c_t, \ln y_t) &= (\rho - 1) \text{Cov}(\ln c_{t-1}, \ln y_{t-1}) + \bar{\phi}_t \text{Var}(v_t).
\end{align*} \tag{14}
$$

The unknowns are the variances of the persistent and transitory shocks, the value of the
transmission parameter over time, $\bar{\phi}_t$, and the value of $\rho$. Given a particular value for $\rho$,
all the remaining parameters are identified. As before, $\bar{\phi}_t$ is recovered from a comparison
of the evolutions of the variance of consumption and its covariance with income:

$$
\bar{\phi}_t = \frac{\Delta \text{Var}(\ln c_t)}{\text{Cov}(\ln c_t, \ln y_t) - \rho \text{Cov}(\ln c_{t-1}, \ln y_{t-1})}. \tag{15}
$$

To identify $\rho$, we need to place some restrictions on the other parameters. In simulations
of the life-cycle model, we will show that $\bar{\phi}_t$ is well approximated by a linear function
of $t$. We then use this restriction to recover $\rho$ and to check whether the persistent shock
is close to a unit root (permanent shock) or not.

Information that allows us to estimate sensible values for higher moments of $\phi_t$ and
values of $\alpha_t \neq 0$ would, in principle, allow full use to be made of all terms in (9). Esti-
mates of common shocks $\Omega_t$ could, for instance, be recovered, since differences across
individuals in the extent of self-insurance and, hence, in the transmission parameters
would mean that common income shocks would create heterogeneous consumption shocks. In practice, such information is unlikely to be available and any such identifica-
tion would be tenuous.

As we have stressed throughout, the main data requirement is cross-section vari-
ances and covariances of log income and consumption, and panel data are not required.
These variances and covariances can be estimated by corresponding sample moments
with precision given by standard formulae. The underlying variances of the shocks can
then be inferred by minimum distance estimation using (9), alongside estimation of values for $\bar{\phi}_t$, $\text{Var}(\pi_t)$, $\rho$, and $\alpha_t$, depending on what sophistication of approximation is used. The minimized distance provides a $\chi^2$ test of the overidentifying restrictions.

3. Idiosyncratic trends

In our discussion of the approximation in Section 2, we assumed that there were no idiosyncratic trends in consumption or income. In this section, we show the extent to which heterogeneity in the income and consumption trends affects the approximations.

3.1 Consumption trends

Heterogeneity in consumption trends may arise because of differences in impatience, differences in the timing of needs over the life-cycle, or differences in the elasticity of intertemporal substitution (EIS). We can allow for such heterogeneity by introducing heterogeneous consumption trends $\Gamma_{it}$ into equation (6):

$$\Delta \ln c_{it} = \epsilon_{it} + \Gamma_{it} + O(E_{t-1} \epsilon_{it}^2).$$

Keeping to the assumption that $\rho \simeq 1$, $\text{Var}(\pi_t) \simeq 0$, and $\alpha_t \simeq 0$ leads the equations for the evolution of variances to be modified to give

$$\Delta \text{Var}(\ln y_t) \simeq \text{Var}(v_t) + \Delta \text{Var}(u_t),$$

$$\Delta \text{Var}(\ln c_t) \simeq \bar{\phi}_t^2 \text{Var}(v_t) + 2 \text{Cov}(c_{t-1}, \Gamma_t),$$

$$\Delta \text{Cov}(\ln c_t, \ln y_t) \simeq \bar{\phi}_t \text{Var}(v_t) + \text{Cov}(y_{t-1}, \Gamma_t).$$

(16)

The evolution of $\text{Var}(\ln c_t)$ is no longer usable because consumption trends must be correlated with levels of consumption at some points in the life cycle so that $\text{Cov}(c_{t-1}, \Gamma_t) \neq 0$ for some $t$. In other words, the evolution of the cross-section variability in log consumption no longer reflects only the permanent component and so it cannot be used for identifying the variance of the permanent shock. By contrast, the evolution of $\text{Var}(\ln y_t)$ is unaffected and the evolution of $\text{Cov}(\ln c_t, \ln y_t)$ will also be unaffected if there is no reason for income paths to be associated with consumption trends (so that we assume that $\text{Cov}(y_{t-1}, \Gamma_t) = 0$). We can, therefore, still recover the permanent variance and the evolution of the transitory variance, but without any overidentifying conditions. The lack of overidentifying restrictions means that either we need an external estimate of $\bar{\phi}_t$, or we can only use our simplest approximation assuming $\bar{\phi}_t = 1$. Alternatively, we can impose that $\bar{\phi}_t$ is constant over time or follows a parametric path, and this generates overidentifying restrictions when we have multiple periods of data.

The assumption that $\text{Cov}(y_{t-1}, \Gamma_t) = 0$ may be violated in particular cases: for example, if liquidity constraints are binding, then the path of consumption will be affected by the timing of income. We explore in the simulations below the implications of liquidity constraints for our method. A second example is if heterogeneity in consumption paths is driven by a similar factor that drives income paths. Differential skill acquisition might be such a factor: a lower discount rate will lead to greater investment in skills that is likely to be associated with faster income growth.
3.2 Income trends

Individuals also differ in their expectations about income growth, particularly across occupations and across education groups. For example, Baker (1997), Haider (2001), and Guvenen (2007) argued strongly for the importance of heterogeneity in income trends. Haider and Solon (2006) suggested that such heterogeneity in trends may be most important early in the life cycle and late in the life cycle. Where these differences are driven by observable characteristics (education, for example), the original approximation can be implemented after conditioning appropriately on group membership. To the extent, however, that these differences are unobservable, they will contaminate the evolution of the cross-section variance in income.

Letting
\[ \Delta \ln Y_{it} = \eta_{it} \]
but maintaining the assumptions that \( \rho = 1 \), \( \operatorname{Var}(\pi_t) \simeq 0 \), and \( \alpha_t \simeq 0 \), the equations for the evolution of the variances become

\[ \Delta \operatorname{Var}(\ln y_t) \simeq \operatorname{Var}(v_t) + 2 \operatorname{Cov}(y_{t-1}, \eta_t), \]
\[ \Delta \operatorname{Var}(\ln c_t) \simeq \tilde{\phi}_t^2 \operatorname{Var}(v_t), \quad (17) \]
\[ \Delta \operatorname{Cov}(\ln c_t, \ln y_t) \simeq \tilde{\phi}_t \operatorname{Var}(v_t) + \operatorname{Cov}(c_{t-1}, \eta_t). \]

The evolution of the cross-section variance of income is no longer informative about uncertainty. This implies that the link between the cross-section variability of income and uncertainty (as exploited by Meghir and Pistaferri (2004) and Blundell, Pistaferri, and Preston (2008)) is broken. The evolution of \( \operatorname{Var}(\ln y_t) \) is no longer usable because income trends must be correlated with levels of income (differently at different dates but not always zero). However, the evolution of \( \operatorname{Var}(\ln c_t) \) is unaffected and can be used to identify the variance of permanent shocks given a value for \( \tilde{\phi}_t \). The evolution of the transitory variance cannot be identified and the role of the covariance term is useful as an overidentifying restriction only if the levels of consumption are uncorrelated with the income trend. This is unlikely to hold in practice because incomplete markets mean that the timing of income matters for consumption. However, the strength of this approach for identifying the permanent variance is that the consumption information identifies the unexpected component in income growth (for a given value of \( \tilde{\phi}_t \)) and the permanent variance can be distinguished from expected variability.

4. Simulating consumption choices in a nonstationary environment

In the approach we have developed in this paper, moments are used to estimate variances of shocks by ignoring terms that are \( O(E_{t-1}\|v_{it}\|^3) \) and by ignoring heterogeneity in self-insurance by setting \( \operatorname{Var}(\pi_t) = 0 \). The aim of the simulation analysis is to examine the accuracy with which changes to the underlying structural variances can be recovered in a nonstationary environment. To do this, we simulate the consumption behavior of
individuals in a life-cycle model under a range of assumptions about discounting, risk aversion, liquidity constraints, and the income process.

The specific simulation designs are motivated by the sorts of numbers found in recent studies that have looked at the changing pattern of permanent and transitory shocks to income (see, for example, Moffitt and Gottschalk (2002), Meghir and Pistaferri (2004), and Blundell, Pistaferri, and Preston (2008)). From the simulations, we construct cross sections of income and consumption that we then use to assess our approach to decompose changes in income risk into permanent and transitory components.

4.1 Intertemporal preferences and the income process

Consumers’ within period utility is given by the constant elasticity of substitution form

\[ U(c_{it}) = \frac{\gamma_i}{1 + \gamma_i} c_{it}^{1 + 1/\gamma_i}. \] (18)

When we allow for preference heterogeneity, this can enter through \( \gamma_i \) and also through the discount rate, \( \delta_i \), in equation (4).

The income process is outlined above in Section 2.1, and transitory and permanent shocks to income are assumed to be log-normally distributed.\(^{10}\) When we allow for heterogeneity in the deterministic rate of income growth, this enters through \( \eta_{it} \). Transitory shocks are assumed to be independent and identically distributed (i.i.d.) within period, with variance growing at a deterministic rate. The permanent shocks are subject to stochastic volatility. We model the permanent variance as following a two-state first-order Markov process, with the transition probability between alternative variances, \( \sigma_{v,L}^2 \) and \( \sigma_{v,H}^2 \), given by \( \beta \):

\[
\begin{bmatrix}
\sigma_{v,L}^2 & \sigma_{v,H}^2 \\
\sigma_{v,L}^2 & \sigma_{v,H}^2
\end{bmatrix}
= 
\begin{bmatrix}
1 - \beta & \beta \\
\beta & 1 - \beta
\end{bmatrix} .
\] (19)

This process means that consumers believe that the permanent variance has an ex ante probability \( \beta \) of changing in each \( t \). In the simulations, the variance actually switches only once and this happens in period \( S \), which we assume is common across all individuals.\(^{11}\)

The common stochastic terms \( \omega_t \) are set at values that ensure that the uncertainty in log income is associated with no growth in the expected level of income, and therefore, \( \omega_t \) also follows a two-state first-order Markov process. While individuals, therefore, encounter a particularly large common shock in period \( S \), there are smaller nonzero common shocks in all periods in the sense that \( \omega_t \neq E_{t-1} \omega_t \) for all \( t \).

---

\(^{10}\)In the numerical implementation, we truncate the distribution at 4 standard deviations below the mean. The extent of truncation can affect the consumption function because individuals are able to borrow up to the amount they can repay with certainty.

\(^{11}\)In solving the model for a particular individual, it is irrelevant whether a particular shock is idiosyncratic or common, because the model is partial equilibrium.
Table 1. Baseline parameter values.

<table>
<thead>
<tr>
<th>Description</th>
<th>Value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Discount rate</td>
<td>$\delta$ 0.02</td>
</tr>
<tr>
<td>EIS</td>
<td>$-\gamma$ 0.67</td>
</tr>
<tr>
<td>Income growth rate</td>
<td>$\eta_t$ 0.0</td>
</tr>
<tr>
<td>Interest rate</td>
<td>$r$ 0.015</td>
</tr>
<tr>
<td>Change in transitory var.</td>
<td>$\Delta \sigma_{u_i}^2$ 0.01</td>
</tr>
<tr>
<td>Permanent variance</td>
<td>$\sigma_{v_i}^2, t &lt; S$ 0.015</td>
</tr>
<tr>
<td></td>
<td>$\sigma_{v_i}^2, t \geq S$ 0.005</td>
</tr>
<tr>
<td>Transition probability</td>
<td>$\beta$ 0.05</td>
</tr>
<tr>
<td>AR(1) parameter</td>
<td>$\rho$ 1</td>
</tr>
<tr>
<td>Age at variance switch</td>
<td>$S$ 40</td>
</tr>
<tr>
<td>Retirement age</td>
<td>$R$ 60</td>
</tr>
<tr>
<td>Terminal age</td>
<td>$T$ 70</td>
</tr>
</tbody>
</table>

Individuals begin their working lives with no assets. As discussed above, the terminal condition that $A_{iT+1} = 0$ restricts borrowing to the discounted sum of greatest lower bounds on incomes. In addition, we consider the effect of introducing an explicit liquidity constraint

$$A_{it} \geq 0.$$  

We simulate individuals from age 20 to age 70 ($T = 70$), with the last 10 years of life spent in mandatory retirement. Individuals can use asset holdings to increase consumption in retirement. Parameters used in the baseline are summarized in Table 1.

We consider 14 experiments where we vary the parameters of the model. For each experiment, we simulate consumption, earnings and asset paths for 50,000 individuals. To obtain estimates of the variance for each period, we draw random cross-sectional samples of 2000 individuals for each period from age 30 to 50. We repeat this process 1000 times to provide information on the properties of the estimators.

The way in which parameters are varied across experiments is described in Table 2. A first block of experiments considers the effect of changing the preference parameters, allowing for higher and lower values for the discount rate and the EIS. We also consider heterogeneity across individuals in the preference parameters, which leads to heterogeneous consumption trends. A second block of experiments considers changing the income process, allowing for heterogeneity in the expected income paths that individuals face across their whole lives and heterogeneity in paths only for the first 10 years. We also simulate an AR(1) process, first with persistence equal to 0.95 and also with persistence equal to 0.90. Finally, three additional experiments consider further modifications: (i) setting the growth in transitory variance to zero, (ii) reducing the number of retirement years to discourage asset accumulation and introducing liquidity constraints, and (iii) allowing for social security pensions linked to final salary.

As discussed above, we calculate several estimates of differing subtlety. The simplest approximation, based on equation (11), would be accurate if it were not possible to in-
self-insurance in the actual simulations. We might, therefore, expect the accuracy of this simple approximation to depend on the utility cost of saving other mechanisms to smooth shocks, such as family transfers. We do this by estimating \( \bar{\phi}_t \), and hence the amount of insurance, jointly with the variances of the shocks by minimum distance, assuming a linear path for \( \phi \) over time.\(^{12}\) This is estimation based on equation (12). We label such minimum distance estimates (MDE) \( \phi \). When we allow for an AR(1) process rather than a unit root, estimation is based on (14). When we allow for heterogeneity, estimation uses equation (16) for consumption heterogeneity and equation (17) for income heterogeneity.

\(^{12}\)This estimate of \( \bar{\phi}_t \) should, in principle, capture any type of insurance although there is, of course, only self-insurance in the actual simulations.

<table>
<thead>
<tr>
<th>Description</th>
<th>( \rho )</th>
<th>( \delta )</th>
<th>EIS</th>
<th>( \eta )</th>
<th>( \Delta \sigma^2_{\mu_t} )</th>
<th>( T )</th>
</tr>
</thead>
<tbody>
<tr>
<td>Baseline</td>
<td>1.0</td>
<td>0.02</td>
<td>0.67</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>Varying preferences</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>High discount rate</td>
<td>1.0</td>
<td>0.04</td>
<td>0.67</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>Low discount rate</td>
<td>1.0</td>
<td>0.01</td>
<td>0.67</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>High EIS</td>
<td>1.0</td>
<td>0.02</td>
<td>2.00</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>Low EIS</td>
<td>1.0</td>
<td>0.02</td>
<td>0.20</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>Hetero. discount rate</td>
<td>1.0</td>
<td>0.01</td>
<td>0.67</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>Hetero. EIS</td>
<td>1.0</td>
<td>0.02</td>
<td>0.20</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>Varying income process</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Hetero. income growth</td>
<td>1.0</td>
<td>0.02</td>
<td>0.67</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>Early hetero. income growth</td>
<td>1.0</td>
<td>0.02</td>
<td>0.67</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>AR(1) process</td>
<td>0.95</td>
<td>0.02</td>
<td>0.67</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>AR(1) process</td>
<td>0.90</td>
<td>0.02</td>
<td>0.67</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
<tr>
<td>Other variations</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>No transitory variance growth</td>
<td>1.0</td>
<td>0.02</td>
<td>0.67</td>
<td>0.0</td>
<td>0.0</td>
<td>70</td>
</tr>
<tr>
<td>Liquidity constrained</td>
<td>1.0</td>
<td>0.02</td>
<td>0.67</td>
<td>0.04</td>
<td>0.1</td>
<td>62</td>
</tr>
<tr>
<td>Social security</td>
<td>1.0</td>
<td>0.02</td>
<td>0.67</td>
<td>0.0</td>
<td>0.1</td>
<td>70</td>
</tr>
</tbody>
</table>

\(^{a}\)For experiments with heterogeneity, one-half of each sample have the middle value of the heterogeneous parameter and one-quarter of the sample have each of the extreme values. For the experiment with early heterogeneity in income growth, the heterogeneity is present only up to age 30, after which income grows at a common rate of 0. For the experiment with social security, individuals enjoy an additional retirement income equal to one-half of income in the final period of working life.
In each case, the moments (10) are fitted by minimum distance using asymptotically optimum weights based on the estimated sampling precision of the sample moments. Estimated variances are smoothed by applying a third-order moving average.

4.2 Simulation results

4.2.1 Self-insurance Crucial to the accuracy of the approximations (10) is the extent of self-insurance, captured by $\phi_{it}$. In Figure 1 we show the values of $\overline{\phi}_t$ for each of the simulations across the 20 years over which we follow individuals. Note that these are the means of the distribution of the true $\phi_{it}$ and not the approximations used in estimation. A value of $\phi = 1$ indicates no assets are being held and permanent shocks pass through one-for-one into consumption. A value less than 1 indicates partial insurance, whereas a value greater than 1 would mean an individual is borrowing and is overexposed to income shocks.

The baseline case gives a $\overline{\phi}_t$ declining, as future labor income diminishes and assets are built up, from a little below 0.9 at age 30 to a little more than 0.5 at age 50. This is the simulated transmission number from a change in lifetime income into consumption. When $=1$, this transmission parameter is the ratio of remaining lifetime earnings to remaining lifetime earnings plus current assets. This is not the same as the wealth to income ratio. For our baseline without wage growth and without social security, the ratio of total wealth to total income is 4.7. If we introduce social security, this ratio falls

![Figure 1. Transmission parameter $\phi_t$.](image-url)
to 3.3. We focus on the transmission parameter rather than the wealth to income ratio for comparability with Blundell, Pistaferri, and Preston (2008). A high discount rate discourages saving since it is more costly in terms of utility for individuals to self-insure. A high elasticity of intertemporal substitution also discourages saving. The CRRA specification implies that a high $\gamma$ means individuals have low risk aversion and low prudence, and this means savings are less valuable and there is less precautionary saving and self-insurance. These cases therefore involve diminished self-insurance and raise $\phi_t$. Lower values of discount rates or the EIS on the other hand reduce $\phi_t$. The experiments with heterogeneity in these parameters give similar mean values of $\phi_t$ to the baseline case. Eliminating the growth in the transitory variance reduces saving and raises $\bar{\phi}_t$, but not by very much.

Figure 1 reports the range of $\bar{\phi}_t$ for some of the experiments considered. The values of $\bar{\phi}_t$ for the other experiments depend on how the cost of saving varies. For example, reducing life expectancy after retirement reduces the motive to accumulate assets during working life and this is combined with an explicit borrowing constraint in the liquidity constrained experiment. In this case, unsurprisingly, asset accumulation is heavily reduced and self-insurance is the lowest of any of the scenarios considered.

Finally, introducing a social security pension equal to half of final income reduces the incentives to accumulate private assets for consumption in retirement. Moreover, in this case self-insurance against permanent shocks is less effective for any future income path, given current asset holdings, because the influence of shocks to income carry on into retirement. The relation between shocks to income and consumption is no longer captured accurately by (7) unless the formula for $\phi_{it}$ (equation (8)) is modified to account for it. The values for $\bar{\phi}_t$ used in this case incorporate such a modification and are substantially higher, particularly at older ages, than in the base case.

This discussion of how the transmission of permanent shocks into consumption via $\phi_{it}$ varies in different scenarios highlights that motives for holding assets are not additive: assets held for retirement can be used to smooth shocks if necessary and, similarly, precautionary balances that are not used can then be consumed in retirement. Our approach does not have to model this fungibility of assets because the approximations estimate $\phi_{it}$ directly and thus provide an estimate of the pass-through without modelling the source.

### 4.2.2 Estimating the permanent variance

**Baseline simulations** Figure 2 shows estimates of the permanent variance by age of the cohort for our baseline case. We report the true path of the variance and the alternative approximation.

The estimates assuming $\bar{\phi}_t = 1$ consistently underestimate the permanent variance. This is because asset holdings enable partial self-insurance against the permanent variance.
The cross-section variance of consumption reflects the uninsured part of the permanent shock and this is an underestimate of the actual permanent shock. Nonetheless the change in the value of the variance $\text{Var}(v_t)$ is clearly picked up.

Furthermore, correcting for self-insurance possibilities secures a considerable improvement in estimates: the means across Monte Carlo replications are very close to the true values in the simulations and there is no evident deterioration in quality with age. This improvement is observed when we estimate $\bar{\phi}_t$ alongside the variances. This correction for partial insurance does not rely on asset data or specifying the mechanism through which insurance occurs. This finding is the key conclusion of our simulations: we can recover accurately the variance of shocks to income if we estimate the transmission parameter alongside the variances. As we show below, the accuracy of this process does depend on some assumptions, such as the absence of binding liquidity constraints.

In addition to this comparison with the true value of the variance, we can test the overidentifying restrictions by calculating the frequency of rejection at the 5 percent level across the simulations. In the baseline, and across all experiments, tests of the restrictions with $\bar{\phi}_t = 1$ always reject strongly. Given that these estimates of the permanent variance are systematically downward biased, this rejection is not surprising. By contrast, when we correct for self-insurance, rejections are much less frequent, and the distribution of the overidentification tests appears very close to the appropriate $\chi^2_{17}$ distribution.

15This partial insurance against permanent shocks would not be feasible in an infinite horizon setting.
Sensitivity to the preference parameters  In Figure 3, we consider how accurately our approximation estimates the permanent variance when we vary the discount rate (the left-hand column) and the elasticity of intertemporal substitution (the right-hand column). In each case, the first two rows consider high and low values of the relevant preference parameter, maintaining the assumption that preferences and hence consumption growth rates are homogeneous across individuals. The third row allows for heterogeneity in preferences and so heterogeneity in consumption growth.

When preferences are homogeneous, the estimates that assume there is no self-insurance against permanent shocks are most accurate in those scenarios where savings is costly. In these cases, for example, when discounting is high or the EIS is high, there is less asset accumulation and $\phi_t$ is closest to 1. On the other hand, in all scenarios, correcting for self-insurance by estimating $\phi_t$ through minimum distance leads to very accurate estimates of the permanent variance.

Heterogeneity in preferences and the resulting heterogeneity in consumption paths means that the change in the cross-section variance of consumption should no longer be used to identify the variance of permanent income shocks. The third row of Figure 3 shows that simple estimates of the permanent variance that use this information, despite the presence of heterogeneity, lead to downward bias, although of similar magni-
tude to the cases with homogeneous preferences. However, as discussed in Section 3, we can drop this contaminated moment and use only the information in the income–consumption covariance to estimate the permanent variance. This estimate is labelled “Robust, $\hat{\phi}_t = 1$” in the third row of Figure 3. Because of the reduction in number of moments, we no longer have the degrees of freedom required to estimate $\hat{\phi}_t$ within the minimum distance calculation, so a value either needs to be imposed or calculated, say, from asset data.

In Figure 3, we impose $\hat{\phi}_t = 1$, and this moves the estimated permanent variance closer to the truth. On the other hand, the most accurate estimates seem, despite the heterogeneity, to be those based on full minimum distance, estimating $\hat{\phi}_t$ but without correcting for heterogeneity.

**Sensitivity to the specification of the income process**  
We show how two types of variation of the income process affect our ability to estimate the permanent variance. First, we allow for heterogeneous income profiles, as in Section 3. Second, we allow income to follow an AR(1) process as in our general theorem (equation (9)), rather than a unit root.

The top row of Figure 4 shows estimates of the permanent variance when income growth is heterogeneous. On the left-hand side, we allow for heterogeneity in the expected income paths that individuals face across their whole lives, as in Guvenen (2007).
On the right-hand side, we allow for heterogeneity in paths only for the first 10 years, as in Haider and Solon (2006). The bottom row of Figure 4 shows estimates of the permanent variance when income follows an AR(1) process, with persistence equal to 0.95 on the left-hand side and persistence equal to 0.90 on the right-hand side.

When we have heterogeneity in income growth over the whole lifetime, information on the variance of log income and the covariance between log income and consumption will be contaminated by variability due to this heterogeneity. Nonetheless the permanent variance remains estimable from the consumption variance given a suitable estimate for $\hat{\phi}_t$. We report estimates using our simple approximation, ignoring the possibility of heterogeneity, and assuming $\hat{\phi} = 1$. We also report estimates where $\hat{\phi}_t$ is estimated by minimum distance alongside the permanent variance, but again maintaining the false assumption that there is no heterogeneity.

Finally, we allow for heterogeneity and following approximation (17), we report estimates of the permanent variance using only the evolution of the variance of consumption and imposing $\hat{\phi} = 1$. Our simple approximation underestimates the permanent variance, and this arises, as before, because the variability of consumption is dampened by self-insurance and this is interpreted as indicating a lower permanent variance. On the other hand, estimating $\hat{\phi}_t$ by minimum distance overpredicts the permanent variance. This arises because variability in income due to heterogeneity is being attributed to the permanent shock. Correcting for the heterogeneity by dropping the moments using the variability in income reduces the estimates of the permanent variance, although there is still some overprediction.

When we consider heterogeneity in income growth rates that lasts only until age 30, which is more in keeping with the results of Haider and Solon (2006), and if we use data after that heterogeneity is resolved, then our results look very similar to the baseline and the use of the moments involving the variance of income does not introduce evident bias.

The graphs for different values of $\rho$ report two methods of estimating the permanent variance: (i) maintaining the false assumption that $\rho = 1$ and the assumption that $\hat{\phi}_t = 1$; (ii) estimating $\hat{\phi}_t$ and $\rho$ alongside the permanent variance. Lower values of $\rho$ have a direct effect on reducing the value of $\hat{\phi}$ below 1, and so our estimates of the permanent variance using the first method become worse as $\rho$ decreases, as shown in the bottom two graphs in Figure 4. When we estimate $\hat{\phi}_t$ and $\rho$ alongside the permanent variance, although the underestimate of the permanent variance is somewhat corrected at $\rho = 0.95$, the ability to identify the variance components diminishes as $\rho$ declines. Table 3 reports the estimates of $\phi$ and $\rho$ using this second method.

Other sensitivity tests In our baseline estimates and the sensitivity analysis so far, individuals do not face explicit borrowing constraints. Further, the need to save for retirement means that individuals do not have a strong desire to borrow except when they are very impatient. In Figure 5, we show the estimates of the permanent variance when individuals have a strong incentive to borrow, but face an explicit borrowing constraint. We generate this scenario by drastically cutting the length of the retirement period and by introducing deterministic (concave) wage growth averaging 4 percent per year. This means that individuals behave as buffer stock consumers (as in Carroll (1997)).
Table 3. Minimum distance estimates of $\phi$ and $\rho$.

<table>
<thead>
<tr>
<th>True $\rho$</th>
<th>Estimate $\phi$</th>
<th>Estimate $\rho$</th>
</tr>
</thead>
<tbody>
<tr>
<td>1.0</td>
<td>0.850</td>
<td>1.001</td>
</tr>
<tr>
<td></td>
<td>(0.049)</td>
<td>(0.002)</td>
</tr>
<tr>
<td>0.95</td>
<td>0.550</td>
<td>0.955</td>
</tr>
<tr>
<td></td>
<td>(0.038)</td>
<td>(0.005)</td>
</tr>
<tr>
<td>0.90</td>
<td>0.347</td>
<td>0.898</td>
</tr>
<tr>
<td></td>
<td>(0.041)</td>
<td>(0.015)</td>
</tr>
</tbody>
</table>

Figure 5. Permanent variance: effect of liquidity constraints and social security.

When individuals are liquidity constrained, they are no longer able to insure transitory shocks fully and transitory shocks will generate extra variability in the cross-section variance of consumption. Since our simplest approximation assumes that transitory shocks are fully insured, this extra variability in the consumption data is interpreted as variability in permanent income, leading to an overestimate of the permanent variance. Our corrections for self-insurance make little difference to this bias because the bias in this case is not due to underestimating the extent of self-insurance against permanent shocks. On the other hand, even with this substantial degree of wage growth and signifi-
A final experiment modifies the basic setup by giving individuals a social security income in retirement equal to one-half of income in period $R - 1$. As discussed earlier, this changes the relation between income shocks and consumption. Despite this, the permanent variance is picked up fairly accurately by either of the methods allowing for self-insurance as shown in Figure 5.

4.2.3 Estimating changes in the transitory variance Estimates of the change in the transitory variance for the main experiments discussed are shown in Figure 6, in all cases using MDE to estimate the self-insurance parameter. In the cases discussed so far, the growth in the transitory variance is picked up with a high degree of accuracy. The exception to this is the case with liquidity constraints, where the approximation misidentifies transitory shocks as permanent shocks because transitory shocks do get transmitted into consumption.

5. Income inequality and income risk: Results for Britain, 1979–1997 We now turn to apply the ideas and techniques to the study of inequality in Britain over the period 1979–1997, covering two business cycles. We use data from the Family Expen-

---

16It is important to stress that this bias arises because liquidity constraints do actually bind. The presence of future potentially binding constraints does not cause the same issue because the Euler equation will still hold.
diture Survey. This is an annual continuous cross-sectional budget survey with detailed data on incomes and consumption expenditures of British households.

The period chosen covers the deep recession in the early 1980s followed by the “inequality boom” period in Britain in which there was rapid growth in income inequality; see Atkinson (1999), for example. The British economy then fell into a further recession in the early 1990s followed by a period of sustained growth. Over this period there was also growth in consumption inequality, especially in the early to mid 1980s; see Blundell and Preston (1998). These patterns in consumption and income inequality match many of the features observed in the United States over this period; see Johnson, Smeeding, and Torrey (2005) and Blundell, Pistaferri, and Preston (2008).

The income measure used is equivalized household income after housing costs. Expenditure is equivalized household expenditure on nondurables. In each year, we trim from the sample households with either income or expenditure in the highest or lowest 0.5 percent of the survey. Households are classified into cohorts according to 10 year bands for date of birth of head of household. We focus our attention here on households headed by individuals in two central birth cohorts for which there is a reasonable sample across the whole of the period—those born in the 1940s and the 1950s—keeping only those households with heads aged between 25 and 60.

Estimated variances and covariances of income and consumption over the period are calculated for each year by pooling data on all households headed by an individual born in the appropriate cohort and sampled within a 3 year band centered on the year in question. Figure 7 shows these estimated variances and covariances of income and consumption over the period for the two birth cohorts combined. The variance of income is rising over the sample period although the rise flattens off toward the end. This rising path is followed in the earlier years by the variance of consumption, but the path flattens off somewhat in the early 1990s. The covariance between income and consumption tends to increase throughout the period. The right panel of the same figure shows the year-on-year changes in the three series (smoothed by a 3 year moving average).

Using decomposition (14), we cannot reject the hypothesis of a unit root for the persistent component in the income process. Initially, we estimate $\bar{\pi}_t$ jointly with $\text{Var}(v_t)$ and $\Delta \text{Var}(u_t)$ by minimum distance estimation on the pooled data with asymptotically optimal weighting. Assuming a constant $\bar{\pi}_t$, we find that an estimated value of 0.816 (with a standard error of 0.031) seems plausible: this is a value not only well within the range of values simulated in Figure 1, but also not unlike estimates for U.S. data in Blundell, Pistaferri, and Preston (2008). Below we relax the constancy over time of $\bar{\pi}_t$ so that $\bar{\pi}_t$ follows a linear time trend.

---

17 This is a standard U.K. definition for disposable household income; see Brewer, Goodman, Muriel, and Sibieta (2007). The equivalence scale used is the Organization for Economic Cooperation and Development scale.

18 Expenditure on durable goods does not coincide with consumption of durable services. The possibility of delaying replacement of durable or semidurable goods as a way to manage income shocks (see Browning and Crossley (2009)) makes a definition that includes durable expenditures inappropriate.

19 The estimate of $\rho$ is 1.004 with a 95 percent bootstrap confidence interval that contains unity.

20 That paper, for instance, estimates a comparable value of 0.793 for the cohort born in the 1940s over the period 1979–1992.
The estimated variances for the persistent and transitory components of income, smoothed using a third-order moving average, are shown with pointwise 95 percent confidence bands in Figure 8. The first panel presents the estimated permanent variance. The evidence points toward two peaks, the first as the economy emerged from recession in the 1980s and the second during the recession of the early 1990s. The earlier period of high permanent variance corresponds to the period of key labor market reforms and the strong growth in returns to education that also occurred in the early to middle period of the 1980s.\footnote{See Gosling and Machin (1995) and Gosling, Machin, and Meghir (2000) and references therein.}

The estimated growth rate in the transitory variance peaks alongside the permanent variance as the economy emerges from recession in the 1980s, but the growth rate declines through the 1990s recession. As discussed in Section 4.2.2, the presence of liquidity constraints can lead our method to overestimate the extent of the permanent variance and underestimate the growth in the transitory variance. The growth in permanent variance could, therefore, be picking up a growth in transitory variance among liquidity constrained households.

The remaining figures (Figures 9–12) present estimates for the two birth cohorts separately although with a common linearly age-dependent path for $\bar{\pi}_t$ for the two cohorts.

\begin{figure}[h]
\centering
\includegraphics[width=\textwidth]{figure7.png}
\caption{Variances and change in variances: United Kingdom, 1979–1997.}
\end{figure}
The estimated path\textsuperscript{22} for $\bar{\pi}$, declines from 0.849 at age 30 to 0.783 at age 50. Again, this fits extremely well with the earlier simulations. The estimated variances, smoothed using a third-order moving average and shown with pointwise 95 percent confidence bands, are presented in Figures 11 and 12.

For both cohorts the period of highest permanent variance is the mid-1980s. For the older cohort, the permanent variance falls away from then on, with only slight evidence of a second peak. For the younger cohort, the evidence of the second peak is quite pronounced, with permanent variance in the early 1990s rising more or less to the level of the mid-1980s. The transitory variance, on the other hand, appears to be growing through most years for both cohorts, except toward the very end of the period covered.

The source of these differences across the two cohorts can be seen in the different paths of the variance and covariance shown in Figure 9, and shown more explicitly in Figure 10, which displays the changes over time. In the 1980s, the changes in the variances for both cohorts look similar: there is a spike in the variance of income that is matched by a spike in the consumption variance and covariance.

These results suggest a spike in the permanent variance for both cohorts as they move through the 1980s. By contrast, in the 1990s, the cohorts look different from each other. The older cohort has a second spike in the variance of income, but very little

\textsuperscript{22}The slope of $-0.0034$ per year, though plausible, has a standard error of 0.0066 and cannot be considered statistically significantly different from zero.
Figure 9. Variances by cohort: United Kingdom, 1979–1997.

Figure 10. Change in variances by cohort: United Kingdom, 1979–1997.
Figure 11. Permanent variance by cohort: United Kingdom, 1979–1997.

Figure 12. Change in transitory variance by cohort: United Kingdom, 1979–1997.
change in the consumption variance, indicating that growth in income uncertainty for this cohort during the early 1990s largely reflected a growth in the variance of transitory shocks. For the younger cohort, there is a clear spike in the variance of consumption, but much less of a spike in income. This suggests that the younger cohort experienced a spike in permanent variance coincident with a decline in transitory variance as indicated in Figures 11 and 12.

6. Conclusions

Increases in cross-section measures of income inequality may reflect the variance of persistent shocks or increases in the variability of transitory shocks. However, the differing sources of risk have very different implications for welfare,\(^{23}\) and the importance of these different sources of risk is likely to change over individuals’ lifetimes and over the business cycle. In this paper, we provide a way to identify how these risks evolve by using repeated cross-section data on income and consumption. This is the type of data typically available in consumer expenditure surveys.

Using a dynamic stochastic simulation framework, we have shown that approximations to consumption rules that allow for the nonstationary environment faced by households can be used to decompose income variability into its components. In assessing the accuracy of this decomposition, we show that it is able to map accurately the evolution of transitory and persistent variances of income shocks across a range of alternative parameterizations. Our results allow for an autoregressive process for persistent income shocks, and we have derived conditions for recovering the degree of persistence using cross-section moments on income and consumption alone.

We use this method to map out the evolution of income risk in Britain through the recessions of the early 1980s and early 1990s. We show the different patterns of income persistence in the aftermath of recessions across different birth cohorts. The early 1980s coincided with a spike in the variance of permanent shocks across all birth cohorts, while for the early 1990s recession, the spike in the variance of permanent shocks can only be detected among the younger birth cohort.

In the standard decomposition, any unobserved heterogeneity in income paths will be labelled as unexplained variability in the growth in income and be defined as risk. Panel data on income can be used to explore the degree of heterogeneity, as discussed in Baker (1997) and Guvenen (2007), although typically long panels are required to clearly identify heterogeneity in income paths. We have shown that the approximation developed here can accommodate such heterogeneity in income paths. Furthermore, with additional assumptions, we can use the variance of consumption to separate out uncertainty from that variability that is due only to this heterogeneity in income paths.

The approach developed here relies on the assumptions of optimizing behavior and of individuals having preferences with a constant relative risk aversion form. However, unlike direct solutions using dynamic programming (as in Gourinchas and Parker (2002)), we do not have to specify (or estimate) the shape of the consumption function.

\(^{23}\)See, for example, the discussions in Blundell and Preston (1998), Heathcote, Storesletten, and Violante (2008), and Low, Meghir, and Pistaferri (2010).
or the values for the discount rate, risk aversion, or elasticity of intertemporal substitution. Furthermore, we show how to allow for idiosyncratic trends in consumption and income.

As a final point, it is worth emphasizing that repeated cross sections alone, even with accurate measures on income and consumption, have their limitations. A longer term goal would be to establish accurate measures of consumption in panel surveys of income dynamics. This would allow the identification of richer models and a more accurate distinction between alternative specifications. Such a panel could identify additional transmission or “insurance” parameters as well as the separate evolution of permanent and transitory income variances.

Appendix: Proof of Theorem 1

The approximation in Section 2 uses the Euler equation to relate consumption growth to innovations. These innovations are related to income shocks through an approximation to the budget constraint. The validity of the approximation depends on the order of the error in approximations to the Euler equation and to the budget constraint. The aim of this appendix, is first, to show how the approximation relating consumption variance to income variance is derived and, second, to show the order of the error of this approximation.

A.1 Approximating the Euler equation

We begin by calculating the error in approximating the Euler equation.

By (5),

$$E_t U'(c_{it+1}) = U'(c_{it}) \left( \frac{\delta t_{i+1}}{\delta_t(1+r)} \right) = U'(c_{it}e^{\Gamma_{it+1}})$$

for some $\Gamma_{it+1}$.

By exact Taylor expansion of period $t+1$ marginal utility in $\ln c_{it+1}$ around $\ln c_{it} + \Gamma_{it+1}$, there exists a $\tilde{c}$ between $c_{it}e^{\Gamma_{it+1}}$ and $c_{it+1}$ such that

$$U'(c_{it+1}) = U'(c_{it}e^{\Gamma_{it+1}}) \left[ 1 + \frac{1}{\gamma(c_{it}e^{\Gamma_{it+1}})} [\Delta \ln c_{it+1} - \Gamma_{it+1}] 
+ \frac{1}{2} \beta(\tilde{c}, c_{it}e^{\Gamma_{it+1}}) [\Delta \ln c_{it+1} - \Gamma_{it+1}]^2 \right],$$

where $\gamma(c) \equiv U''(c)/cU'''(c) < 0$ and $\beta(\tilde{c}, c) \equiv [\tilde{c}^2 U''''(\tilde{c}) + \tilde{c}U'''(\tilde{c})]/U'(c)$.

Taking expectations yields

$$E_t U'(c_{it+1}) = U'(c_{it}e^{\Gamma_{it+1}}) \left[ 1 + \frac{1}{\gamma(c_{it}e^{\Gamma_{it+1}})} E_t [\Delta \ln c_{it+1} - \Gamma_{it+1}] 
+ \frac{1}{2} E_t \{ \beta(\tilde{c}, c_{it}e^{\Gamma_{it+1}}) [\Delta \ln c_{it+1} - \Gamma_{it+1}]^2 \} \right].$$
Substituting for $E_t U'(c_{it+1})$ from (21) gives

$$
\frac{1}{\gamma(c_{it}e^{\Gamma_{it+1}})}E_t[\Delta \ln c_{it+1} - \Gamma_{it+1}] + \frac{1}{2}E_t\{\beta(\tilde{c}, c_{it}e^{\Gamma_{it+1}})[\Delta \ln c_{it+1} - \Gamma_{it+1}]^2\} = 0
$$

and thus

$$
\Delta \ln c_{it+1} = \Gamma_{it+1} - \frac{\gamma(c_{it}e^{\Gamma_{it+1}})}{2}E_t\{\beta(\tilde{c}, c_{it}e^{\Gamma_{it+1}})[\Delta \ln c_{it+1}e^{\Gamma_{it+1}}]^2\} + \epsilon_{it+1},
$$

(24)

where the consumption innovation $\epsilon_{it+1}$ satisfies $E_t\epsilon_{it+1} = 0$. As $E_t\epsilon^2_{it+1} \to 0$, $\beta(\tilde{c}, c_{it}e^{\Gamma_{it+1}})$ tends to a constant and, therefore, by Slutsky’s theorem,

$$
\Delta \ln c_{it+1} = \epsilon_{it+1} + \Gamma_{it+1} + O(E_t|\epsilon_{it+1}|^2).
$$

(25)

If preferences are CRRA, then $\Gamma_{it+1}$ does not depend on $c_{it}$ and is common to all households, say $\Gamma_{t+1}$. The log of consumption, therefore, follows a martingale process with common drift:

$$
\Delta \ln c_{it+1} = \epsilon_{it+1} + \Gamma_{t+1} + O(E_t|\epsilon_{it+1}|^2).
$$

(26)

A.2 Approximating the lifetime budget constraint

The second step in the approximation is to relate income risk to consumption variability. To make this link between the consumption innovation $\epsilon_{it+1}$ and the permanent and transitory shocks to the income process, we log-linearize the intertemporal budget constraint using a general Taylor series approximation (extending the idea in Campbell (1993)).

Let $\Xi^{N+2} = \{\xi \in \mathbb{R}^{N+2} | \sum_{j=0}^{N} \exp \xi_j + \xi_{N+1} > 0\}$ and define a function $F : \Xi^{N+2} \to \mathbb{R}$ by $F(\xi) = \ln[\sum_{j=0}^{N} \exp \xi_j + \xi_{N+1}]$. By exact Taylor expansion around an arbitrary point $\xi^0 \in \Xi^{N+2}$, there exists a $\tilde{\xi}$ between $\xi$ and $\xi^0$ such that

$$
F(\xi) = \ln\left[\sum_{j=0}^{N} \exp \xi_j^0 + \xi_{N+1}^0\right] + \sum_{j=0}^{N} \frac{\exp \xi_j^0}{\sum_{k=0}^{N} \exp \xi_k^0 + \xi_{N+1}^0}(\xi_j - \xi_j^0)
$$

$$
+ \frac{\xi_{N+1} - \xi_{N+1}^0}{\sum_{k=0}^{N} \exp \xi_k^0 + \xi_{N+1}^0}
$$

$$
+ \frac{1}{2} \sum_{j=0}^{N+1} \sum_{k=0}^{N+1} \frac{\partial^2 F(\tilde{\xi})}{\partial \xi_j \partial \xi_k}(\xi_j - \xi_j^0)(\xi_k - \xi_k^0).
$$

(27)
The coefficients in the remainder term are given by

\[
\frac{\partial^2 F(\tilde{\xi})}{\partial \tilde{\xi}_j \partial \tilde{\xi}_k} = \frac{\exp \tilde{\xi}_j}{\sum_k \exp \tilde{\xi}_k + \tilde{\xi}_{N+1}} \left( \delta_{jk} - \frac{\exp \tilde{\xi}_j}{\sum_k \exp \tilde{\xi}_k + \tilde{\xi}_{N+1}} \right) \\
= -\frac{\exp \tilde{\xi}_j}{\sum_k \exp \tilde{\xi}_k + \tilde{\xi}_{N+1}}^2 \quad (j < N + 1, k = N + 1)
\]

\[
= -\frac{1}{\sum_k \exp \tilde{\xi}_k + \tilde{\xi}_{N+1}} \quad (j = k = N + 1),
\]

where \( \delta_{jk} \) denotes the Kronecker delta.

Taking expectations of (27) subject to arbitrary information set \( I \) gives

\[
E[I][F(\xi)] = \ln \left[ \sum_{j=0}^N \exp \xi^0_j + \xi^0_{N+1} \right] + \sum_{j=0}^N \sum_{k=0}^N \frac{\exp \xi^0_j}{\sum_k \exp \xi^0_k + \xi^0_{N+1}} (E[I]\xi_j - \xi^0_j)
\]

\[
+ \frac{\xi_{N+1} - \xi^0_{N+1}}{\sum_k \exp \xi^0_k + \xi^0_{N+1}}
\]

\[
+ \frac{1}{2} \sum_{j=0}^{N+1} \sum_{k=0}^{N+1} E[I] \left[ \frac{\partial^2 F(\tilde{\xi})}{\partial \xi_j \partial \xi_k} (\xi_j - \xi^0_j)(\xi_k - \xi^0_k) \right].
\]

We now apply this expansion to the two sides of the budget constraint, expanding on each side around the paths that would be taken by the variables in the event that all shocks are realized as zero, \( u_{it} = v_{it} = \omega_t = 0 \).

We take first the expected present value of consumption, \( \sum_{j=0}^{T-t} c_{it+j}(1 + r)^{-j} \). Let \( N = T - t \) and let

\[
\xi_j = \ln c_{it+j} - j \ln (1 + r),
\]

\[
\xi^0_j = \ln C_{it+j} - j \ln (1 + r), \quad j = 0, \ldots, T - t,
\]

and

\[
\xi_{T-t+1} = \xi^0_{T-t+1} = 0,
\]

where \( \ln C_{it+j} = \ln c_i + \sum_{\tau=1}^{t+j} \Gamma_\tau \) is the path followed by consumption in the absence of income risk. Then substituting equation (29) into equation (28), and noting only the
order of magnitude for the remainder term yields

$$E \left[ \ln \sum_{j=0}^{T-t} \frac{c_{it+j}}{(1+r)^j} \right] = \ln \sum_{j=0}^{T-t} \frac{C_{it+j}}{(1+r)^j}$$

$$+ \sum_{j=0}^{T-t} \theta_{it+j}[E \ln c_{it+j} - \ln C_{it+j}]$$

(30)

$$+ O(E_T \|\eta_{t0}\|^2),$$

where

$$\theta_{it+j} = \frac{\exp \xi_{it+j}^0}{\sum_{k=0}^{N} \exp \xi_{it+k}^0} = \frac{C_{it+j}/(1+r)^j}{\sum_{k=0}^{T-t} C_{it+k}/(1+r)^k}$$

and $\eta_{t0}$ denotes the vector of lifetime consumption innovations $(\xi_0, \xi_1, \ldots, \xi_T)'$. The term $\theta_{it+j}$ can be seen as an annuitization factor for consumption.

We now apply the expansion (28) similarly to the expected present value of resources, $\sum_{j=0}^{R-t-1} (1+r)^{-j} y_{it+j} + A_{it} - A_{iT+1}(1+r)^-(T-t)$. Let $N = R - t - 1$ and let

$$\xi_j = \ln y_{it+j} - j \ln(1+r),$$

$$\xi_{it+j}^0 = \ln Y_{it+j} - j \ln(1+r), \quad j = 0, \ldots, R - t - 1,$$

$$\xi_{R-t} = [A_{it} - A_{iT+1}(1+r)^-(T-t)],$$

$$\xi_{it}^0 = [A_{it}^0 - A_{iT+1}^0(1+r)^-(T-t)],$$

(31)

where $A_{it}^0 = (1+r)^t A_{i0} + \sum_{j=1}^{t} (1+r)^{-j} [Y_{ij} - C_{ij}]$ is the path followed by assets in the event that all realized shocks are zero. Then substituting equation (31) into equation (28), and again noting only the order of magnitude for the remainder term allows us to write

$$E_I \ln \left( \sum_{j=0}^{R-t-1} \frac{y_{it+j}}{(1+r)^j} + A_{it} - \frac{A_{iT+1}}{(1+r)^{T-t}} \right)$$

$$= \ln \left( \sum_{j=0}^{R-t-1} \frac{Y_{it+j}}{(1+r)^j} + A_{it}^0 - \frac{A_{iT+1}^0}{(1+r)^{T-t}} \right)$$

$$+ \pi_{it} \sum_{j=0}^{R-t-1} \alpha_{it+j}[E_I \ln y_{it+j} - \ln Y_{it+j}]$$

(32)
+ \frac{E_I \left[ A_{it} - \frac{A_{iT+1}}{(1+r)^{T-t}} \right] - \left[ A_{it}^0 - \frac{A_{iT+1}^0}{(1+r)^{T-t}} \right]}{\sum_{j=0}^{R-t-1} Y_{it+j}/(1+r)^j + A_{it}^0 - A_{iT+1}^0/(1+r)^{T-t}}
+ \mathcal{O}(E_I \left| \nu_{i0}^{R-1} \right|^2),

where

\alpha_{t+j} = \frac{Y_{it+j}/(1+r)^j}{\sum_{k=0}^{R-t-1} Y_{it+k}/(1+r)^k}

can be seen as an annuitization factor for income, and

\pi_{it} = 1 - \exp_{N}^{\epsilon_0} \sum_{k=0}^{R-t-1} Y_{it+j}/(1+r)^j
\sum_{j=0}^{R-t-1} Y_{it+j}/(1+r)^j + A_{it}^0 - A_{iT+1}^0/(1+r)^{T-t}

is (roughly) the share of expected future labor income in current human and financial wealth (net of terminal assets), and \( \nu_{i0}^{R-1} \) denotes the vector of lifetime income shocks \( (\nu_i^{R-1})' \).

We are able to equate the subjects of equations (30) and (32) because the realized budget must balance, and \( \sum_{j=0}^{R-t-1} e_{it+j}/(1+r)^j \) and \( \sum_{j=0}^{R-t-1} Y_{it+j}/(1+r)^j + A_{it} - A_{iT+1}/(1+r)^{T-t} \), therefore, have the same distribution. We use (30) and (32), taking differences between expectations at the start of the period, before the shocks are realized, and at the end of the period, after the shocks are realized.

Noting the income process

\[ \Delta \ln y_{it} = \rho \Delta \ln y_{it-1} + [\eta_{t} - \rho \eta_{t-1}] + \Delta \omega_{t} - \rho \omega_{t-1} \]
\[ + \Delta u_{it} + \Delta \left[ u_{it} - \rho u_{it-1} \right], \]

this gives\(^{24}\)

\[ \varepsilon_{it} + \mathcal{O}_p \left( E_{t-1} \left| \varepsilon_{i0}^T \right|^2 \right) = \phi_{it} v_{it} + \psi_{it} u_{it} + \pi_{it} \Omega_t + \mathcal{O}_p \left( E_{t-1} \left| \nu_{it}^{R-1} \right|^2 \right), \]

\[ \mathcal{O}_p \left( E_{t-1} \left| \varepsilon_{it} \right|^2 \right) = \mathcal{O}_p \left( E_{t-1} \left| \varepsilon_{it}^T \right|^2 \right). \]

\(^{24}\)We use the fact that, by Chebyshev’s inequality, terms that are \( \mathcal{O}(\|v_{it}\|^2) \) and \( \mathcal{O}(\|E_t - E_{t-1}\|\nu_{it}^{R-1}\|^2) \) are \( \mathcal{O}_p(E_{t-1}\|v_{it}^{R-1}\|^2) \) and terms that are \( \mathcal{O}(\|\varepsilon_{it}\|^2) \) and \( \mathcal{O}(\|E_t - E_{t-1}\|\varepsilon_{it}\|^2) \) are \( \mathcal{O}_p(E_{t-1}\|\varepsilon_{it}\|^2) \).
where
\[
\phi_{it} = \pi_{it} R_t - t - 1 \sum_{j=0}^{R_t-1} \alpha_{t+j} \rho^j,
\]
\[
\psi_{it} = \pi_{it} \alpha_t,
\]
the main term on the left-hand side is the innovation to the expected present value of consumption and the main terms on the right-hand side comprise the innovation to the expected present value of income,
\[
\Omega_{it} = \sum_{j=0}^{R_t-1} \alpha_{t+j} (E_t - E_{t-1}) \omega_{t+j},
\]
captures the revision to expectations of current and future common shocks, and \( O_p(x) \) denotes a term with the property (see Mann and Wald (1943)) that for each \( \kappa > 0 \), there exists a \( K < \infty \) such that
\[
P(|O_p(x)| > K|x|) < \kappa.
\]

Squaring the two sides, taking expectations, and inspecting terms reveals that the terms that are \( O_p(E_{t-1} \| \nu_{t0}^R \|^2) \) are \( O_p(E_{t-1} \| \nu_{t0}^R \|^2) \)
and thus
\[
\epsilon_{it} = \phi_{it} v_{it} + \psi_{it} u_{it} + \pi_{it} \Omega_t + O_p(E_{t-1} \| \nu_{t0}^R \|^2)
\]
and, therefore,
\[
\Delta \ln c_{it} = \Gamma_t + \phi_{it} v_{it} + \psi_{it} u_{it} + \pi_{it} \Omega_t + O_p(E_{t-1} \| \nu_{t0}^R \|^2).
\]

### A.3 Cross-section variances

We assume that the variances of the shocks \( v_{it} \) and \( u_{it} \) are the same in any period for all individuals in any cohort, that shocks are uncorrelated across individuals, and that the cross-sectional covariances of the shocks with previous periods’ incomes are zero.

Using equation (34) and the equation driving the income process (33), and noting terms that are common within a cohort, the growth in the cross-section variance and covariances of income and consumption can now be seen to take the form

\[
\Delta \text{Var}(\ln y_t) = \rho^2 \Delta \text{Var}(\ln y_{t-1}) + \Delta \text{Var}(u_t) - \rho^2 \Delta \text{Var}(u_{t-1}) + \Delta \text{Var}(v_t),
\]
\[
\Delta \text{Var}(\ln c_t) = (\bar{\phi}_t^2 + \text{Var}(\phi_t)) \text{Var}(v_t) + (\bar{\psi}_t^2 + \text{Var}(\psi_t)) \text{Var}(u_t)
+ \text{Var}(\pi_t) \Omega_t^2 + 2 \text{Cov}(\pi_t, \ln c_{t-1}) \Omega_t + O(E_{t-1} \| \nu_{t0}^R \|^3),
\]
\[
\Delta \text{Cov}(\ln c_t, \ln y_t) = (\rho - 1) \text{Cov}(\ln c_{t-1}, \ln y_{t-1}) + \bar{\phi}_t \text{Var}(v_t)
+ \bar{\psi}_t \text{Var}(u_t) - \rho \text{Var}(u_{t-1})
+ \text{Cov}(\pi_t, \ln y_{t-1}) \Omega_t - \rho \text{Cov}(\pi_{t-1}, \ln y_0) \Omega_{t-1}
+ O(E_{t-1} \| \nu_{t0}^R \|^3),
\]
using the formula of Goodman (1960) for variance of a product of uncorrelated variables.

References


