FLIP User Manual

(Written by Mike Weale:  ver 30/06/04)

What is FLIP?

FLIP stands for “Flexible Likelihood Inference on Populations”.  It is made up of a series of functions that implement the “Monte Carlo Likelihood” method outlined in the paper "Y chromosome evidence for Anglo-Saxon mass migration" by M.E. Weale, D.A. Weiss, R.F. Jager, N. Bradman and M.G. Thomas, Molecular Biology and Evolution 19: 1008-1021.

FLIP was designed to be applied to linked microsatellite data collected from two populations which have undergone complicated differentiation involving splitting, background migration, and a single mass migration event.  The microsatellite data is used to calculate the observed RST value between the two populations (although other genetic distance measures such as delta-mu-squared can also be used).  The demographic process is then simulated many times under a given set of parameters.  One of these parameters is then varied, keeping the other parameters fixed, until the upper and lower confidence limits for that parameter are found.
I have since also added a simple extension that allows FLIP to be applied to unlinked microsatellite data.

The word “Flexible” in FLIP is supposed to reflect the fact that the demographic model relating the typing of genetic exchanges between the two populations is quite flexible, as it incorporates the three general ways in which genetic similarity can be generated between two populations – namely: a recent divergence from a common ancestral population; a continuous level of “background” migration; or a single “one-off” mass migration event contributing a large fraction from one population to the other.  However, Laurent Excoffier’s “COALSIM” program is even more flexible than FLIP in terms of the population dynamic model specified, although COALSIM does not directly allow for the kind of RST value significance testing provided for by FLIP.

These functions were written using the programming environment MATLAB.  For people without access to MATLAB, there is free “look-alike” version called Octave.  However, these programs have not been tested on Octave so I cannot guarantee their performance here.  Octave can be downloaded from http://www.octave.org/octave.html.  For more on MATLAB, see http://www.mathworks.com/.
How to run FLIP

For FLIP to work, the M-files (these are files with a .m extension) that make up the various functions in FLIP need to be copied to a directory recognised by MATLAB as an M-file directory.  The easiest way to do this, once MATLAB has been installed, is to copy all the FLIP m-files into the default MATLAB working directory.  To find out what your working directory is, start MATLAB and type “pwd” in the command window..

To run a FLIP simulation, edit the top part of the “FLIP.m” file (all M-files are ASCII text files) and alter the parameters that make up the model according to your wishes.  One of these parameters will be the Parameter of Interest (POI) – the one you wish to find 95% Confidence Limits for having set all other parameters as constants.  For example, “Pmass” could be the POI.  Once you’ve saved your changes to FLIP.m, simply type “flip” at the MATLAB command prompt to run your FLIP simulation.

To find the Confidence Limits (CLs) of the POI, you will have to run FLIP many times with different values assigned to the POI.  Assuming you’re looking for equal-tailed 95% CLs, the first aim is to find the value of the POI such that 2.5% of the RST values simulated by FLIP are less than or equal to the observed RST value.  The other CL for the POI will be found by finding the value of the POI such that 2.5% of the Rst values simulated by FLIP are greater than or equal to the observed Rst value.  You may wish to check the sensitivity of your answer to the measure of genetic distance used.  You may therefore like to repeat the above procedure using delta-mu-squared as your measure of genetic distance.  At the end of each simulation, FLIP prints out the proportion of simulated values less than or equal to the observed measure for both RST and delta-mu-squared (and also prints out the proportion of simulated values greater than or equal to the observed measure for both RST and delta-mu-squared).

In all the cases I have looked at, there has been a monotonic relationship between the POI and the proportion of simulated values less than or equal to the observed measure, which means there are unique solutions to the 2 CLs.  It is, however, conceivable that there may be some unusual cases in which this rule is broken, and so it’s worth exploring FLIP results under a range of POI values to check this.  This is one reason why I haven’t automated the process of finding the solution to the CLs.

Once you are happy that you are in the general region of a solution to one of the CLs for the POI, you will want to find an answer to a given significant digit.  At this point, it is important to remember the extra uncertainty introduced by the finite number of simulated values produced in any one FLIP simulation.  I suggest you perform FLIP on say, 10 different values of the POI, separated by intervals of one significant digit, on either side of the point believed to be the CL, using large numbers of runs (say 10,000) for each FLIP simulation.  Now fit a quadratic curve to the relationship between POI and proportion of simulated values more extreme than or equal to the observed genetic distance measure.  Find the POI predicted from the quadratic curve which gives a proportion of 2.5%, and round to the nearest significant digit.

Appendix 1 – more about the FLIP M-files

The following M-files make up the FLIP package, and will need to be copied to a directory recognised by Matlab as an M-file directory.  One quick way to do this would be to copy the files to a directory called “C:\FLIP”, then at the Matlab command prompt type “cd C:\FLIP”
FLIP.m

fliptree.m

addmut.m

rpois.m

exc_rst.m

rst_phi.m

Appendix 2 – more about the input parameters specified in FLIP.m

Population parameters

nX
The number of chromosomes sampled from population X.

nY
The number of chromosomes sampled from population Y.

Tsplit
The time (in generations) since the populations split from their parent population.  Called “TS” in the Anglo-Saxon paper.  If you want an Island Model (TS=(), simply set Tsplit at such a high number that the TMRCA is almost certain to be less.  Tsplit=10000000 should be plenty for any application involving human genetic history.  If you want to check this after any given FLIP run, type “sum(TMRCA>Tsplit)” at the Octave prompt to find out how many times the simulated TMRCA was greater than Tsplit.

Tgrowth
The time (in generations) since the population (or populations) started growing.  If this is after Tsplit, it is assumed that both populations start growing at the same time.

Tmass
The time (in generations) since the single mass migration event occurred.  Called TF in the Anglo-Saxon paper.

N0X
The initial population size in Population X before growth starts.  If growth starts before the split, the starting size of Pop X is calculated from NOX, the growth parameter and the amount of time between Tgrowth and Tsplit.

N0Y
The initial population size in Population Y before growth starts.

Nadd
An extra parameter to allow for a change in population size at the time of the population split.  If Nadd=0, then the initial population size of the parent population is N0X+N0Y, and the sizes of Pop X and Pop Y just after the split sum to the size of the parent population just before the split.  Otherwise, at the time of the split, the size of the parent population is N0X+N0Y+Nadd (or, if growth starts before the split, the size of the parent population is calculated from N0X+N0Y+Nadd, the growth parameter and the amount of time between Tgrowth and Tsplit).  In the Anglo-Saxon paper, Nadd=0 for all models.

alpha
The exponential growth rate per generation.  Nt = N0 * exp(alpha*t), where Nt is the population size after t generation of growth, and N0 is the initial population size before growth.

m
The background migration rate per generation.  The probability that a given lineage “jumps” from one population to the other at the start of any one generation.

Pmass
The mass migration flux parameter (called “F” in the Anglo-Saxon paper).  Lineages in X immediately following the mass migration event have a probability Pmass of having just migrated from Y.
Mutation Parameters

linked
Boolean parameter indicating whether the microsatellite loci are linked (e.g. on the Y chromosome: linked=1) or unlinked (linked=0).

mu
Vector giving the stepwise mutation rate per generation for each microsatellite locus.  FLIP automatically calculates the number of loci from the number of entries in this vector.

Other Parameters

runs
The number of simulated values produced in a given FLIP simulation (i.e. the number of Monte Carlo runs).

dispgap
The number of runs in between each update printed to the screen.  In Octave, these updates appear as “Warning: i”, where i is the number of runs so far performed.  They aren’t really warnings, they’re just providing you with updates.

Obs_Rst
The observed value of RST​.  Used when summarising results from FLIP

Obs_dm2
The observed value of delta-mu-squared.  Used when summarising results from FLIP.

Appendix 3 – more about the output parameters from FLIP.m

The following vectors, all of length “runs” where runs is the number of Monte Carlo runs performed by FLIP, are output by each FLIP simulation.  If you familiarise yourself with how Octave/MATLAB works, you can perform post-FLIP analyses of these vectors.  e.g. to plot a histogram of simulated Rst values, type “hist(Rst,50)”.  To save the “Rst” values in ASCII format to the file Rst.txt, type “save Rst.txt Rst –ascii –tabs”.

V1
The mean variance (over all loci) of microsatellite repeat sizes in Population X

V2
The mean variance of microsatellite repeat sizes in Population Y

TMRCA
The Time to Most Recent Common Ancestor (only applies to the last locus in the list if loci are unlinked).

Rst
The simulated RST values.

dm2
The simulated delta-mu-squared values.

Appendix 4 – more about how the coalescent model is implemented

FLIP uses a discrete-generation approach to simulating the coalescent under growth and background migration.  Coalescent time (going backwards from the present day) is split into discrete units of one generation each.  The population size is worked out from the exponential growth formula but is assumed to be constant over the interval of a single generation, thus giving a step-like approximation to exponential growth.  Although it might be considered natural to continue this discrete-generation approximation to allow coalescent events only to occur at the end of each generation, FLIP does actually allow multiple coalescent events to occur throughout the one-generation interval.  The reason for this is that in the paper on Anglo-Saxon Y chromosomes the ratio of sample size to estimated effective population size was such that the expected rate of coalescences per generation was often more than one.

Background migration occurs at discrete times, at the end of each one-generation interval, and amounts to the probability that each currently “active” lineage from one population over to the other.

Other population events – namely the single mass migration event, the transition from exponential growth to constant size, and the joining of the two populations into a single parent population – all occur between the end of one generation and the beginning of the next.  The mass migration event is assumed to occur without any change in the effective population sizes of the two populations concerned.  If the mass migration represents a flow of individuals from Population Y to Population X, then this assumption amounts to (1) for every individual that migrates from Y to X, a native individual in X is removed at random; and (2) a rapid population expansion in Y to compensate for all the individuals that have emigrated.  Although this model assumes population replacement in X, the alternative model of population addition is likely to be very hard to distinguish in terms of its effects.  I have simply adopted the model that was easiest to program.

FLIP was designed for use with haploid data such as from the Y chromosome.  However, diploid data is easily accommodated provided all the chromosomes sampled are assumed to be sampled at random from the population.  If the chromosomes come in pairs from individuals, this amounts to assuming Hardy-Weinberg equilibrium.

Appendix 5 – unimplemented extension of FLIP to modelling drift but not mutation

At one point, there was an extension of FLIP called FLIPD.  The D in FLIPD stands for Drift.  In this extension to FLIP, the same flexible population differentiation models could be applied, but now the genetic data being modelled were not microsatellite loci under a stepwise mutation model but rather just a single multi-allelic locus undergoing drift but no mutation within the timespan of interest.  For the purposes of FLIPD, the “timespan of interest” is up to the time when the two populations split from one parent population.  
Unfortunately, the files for this extension have been lost and it is unlikely that FLIPD will be re-written unless substantial interest is shown in this.

Appendix 6 – FLIP vs. SIMCOAL

Simcoal is a program written by Laurent Excoffier and available from:

http://lgb.unige.ch/~excoffier/simcoal/
It performs Monte Carlo simulations very similar to the type performed by FLIP, and could therefore be used to generate simulated genetic distance statistics to compare with observed values in much the same way as outlined above.

The advantages of SIMCOAL are:

1) Any number of populations can be simulated, although one would have to think very carefully about appropriate genetic distance statistics to use in cases with >2 populations.

2) Any number of population splitting, background migration and mass migration events can be modelled, including periods with different background migration levels.

3) Any number of periods of different strengths and directions of exponential growth can be modelled, including having different growth patterns in different populations.

4) In addition to microsatellite data, DNA sequence data (under a variety of mutation models) and biallelic data (under a finite sites model) are also catered for.

The advantages of FLIP and FLIPD are:

1) SIMCOAL only allows a single mutation rate parameter for all microsatellite loci, whereas FLIP allows different rates for each locus.

2) SIMCOAL does not deal directly with unlinked microsatellite loci, although it could be run independently for each locus and the data combined afterwards (this may be a bit fiddly) in a way that allows multi-locus genetic distances to be calculated.

3) SIMCOAL proceeds under a “single coalescent event per generation assumption”.  This means that ratios of sample sizes to population sizes must be small.  In the case of the Anglo-Saxon paper, this assumption is violated.  FLIP allows multiple coalescences within each generation.
4) SIMCOAL does not allow FLIPD-type modeling, involving drift in a multi-allelic locus.
Of these, point (3) is the most important in the context of the Anglo-Saxon paper, and means that SIMCOAL in its present form could not have been used to analyse these data.

