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As the size of datasets grows, the majority of interesting statistical models become inaccessible because
they scale quadratically or worse. For some problems fast algorithms exist that converge to the desired
model of interest. But this is rarely true: we often really want to use a complex model. Beyond simply
discarding data, how can the model be made to run, and efficiently use the information available? We
describe a decision framework for computation in which computationally cheap approximate models
can be substituted for part of the model of interest. By exploiting the correlation between the
inexpensive approximate model and the full model, far more efficient calculations are possible.

The approach consists of a) a cost-efficient emulator, b) an efficient prediction engine to combine full
and emulated computation, and c) a decision framework to decide when to compute. It can be used to
calculate a statistical likelihood, or in less formal settings such as searching for model-based structure
in Big Data. The main conceptual tool is the exploitation of correlations between computationally
cheap models and the full model. These are learnt online as the computation proceeds, which allows
future choices to provide maximal information. Key to the framework is the idea that we will accept
an approximate answer, with the aim of (significantly) improving the estimate compared to using
equivalent computation the full model on a subset of data.

We focus on examples in which a model is used to provide similarities between pairs of objects.
Superficially, predicting the full matrix resembles the ‘Matrix Completion’ problem [1]. However,
because of both the iterative nature of the approach, and the availability of other information from a
correlated model, the assumptions of those methods are not met. We develop an alternative prediction
framework (a variant of Multi-Dimensional Scaling) that is better tailored to the problem at hand.
If the data lie on a (learnt) manifold of relatively low dimension, we are able to usefully predict
informative elements to compute using little data – specifically, before the evaluated elements of the
matrix allow for a full rank solution. Further, our loss framework can be used to do more than
completion – for example, compute the K most similar objects to each object.

We show that there are conditions in which an emulated Bayesian model can be consistent with
the full model, and that the model is converged to smoothly as the amount of emulation decreases.
We can demonstrate a speedup from O(N2) to O(N) when N elements are involved. Elementary
implementations easily handle up to 100, 000, 000 elements, and the approach can in principle scale
arbitrarily via Big Data computation platforms such as MapReduce. We can understand the behaviour
on toy models, and describe results on a real-world problem. This is a Bayesian genetic clustering
model [2] with the aim of handling ‘all the genomes in the world’. On currents scales of data a speedup
factor of 100 is possible at negligible degradation, and this promises to scale close to proportionally
as with increasing data size. We have a preprint [3] describing aspects of this work.
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